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Chapter 1

Introduction

The goal of this book is to explain with full details the source code of a build system.

1.1 Motivations

Why a build system? Because I think you are a better programmer if you fully understand how things work under
the hood, and a build system is one of the tools a programmer uses the most. Indeed, it allows programmers
to assemble, compile, link, test, package, and distribute software with one simple command (“the one command
that rules them all”), from very simple programs to entire operating systems.

A build system allows to describe and maintain dependencies between files. Those dependencies are usually
represented by rules, which are stored in a special configuration file, for instance, a Makefile with the build
system Make [Fel79] (one of the most popular build systems).

Even though a build system is not as interesting as a kernel or a compiler, it is a necessary piece in the
programmer’s toolbox. Indeed, all programs, including kernels and compilers, rely on a build system to be built.
In fact, a build system usually also relies on itself to be built, leading to bootstrapping issues similar to the ones
found in compilers. Moreover, build systems contain components that are useful in many contexts, for example
a job scheduler. Finally, build systems such as Make use an original approach to solve problems. Indeed, to
describe dependencies, Make provides a domain-specific language (DSL). The author of Make designed this
DSL to require as few syntax as possible, in order to remove as much overhead as possible for the programmer
when writing rules. Moreover, this specific language, because it is restricted, because it is not as powerful as
a general-purpose programming language, allows in counterpart special checks that would be impossible in a
general language.

Here are a few questions I hope this book will answer:

� What are the fundamental concepts of a build system? What is the core algorithm behind a build system?

� What are the kinds of dependencies a build system needs to represent in order to cover all the use-cases?
Can a file depend only on one other file (one-to-one dependency), or on many files (one-to-many)? Can
many files depend on the same single file (many-to-one), or on many files (many-to-many)?

� What is the minimal syntax you need to describe dependencies, and to describe the commands to maintain
those dependencies? If this syntax uses special symbols, how do you reference filenames containing those
symbols?

� What are the mistakes a build system can detect? Can it detect ambiguous rules? Infinite rules? Can it
detect cycles in dependencies?

� What kind of help can a build system offer to help debug a Makefile? How can you visualize the
dependencies?
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� How does a build system maintain dependencies efficiently? Can it compile projects incrementally? Can
different parts of a project be compiled in parallel?

� How does the build system run different tasks in parallel, and how does it coordinate them? How do you
write a simple job scheduler?

1.2 The Plan 9 build system: mk

I will explain in this book the code of the Plan 9 build system mk [Hum87]1, which contains about 5500 lines of
code (LOC). mk is written entirely in C.

Like for most books in Principia Softwarica, I chose a Plan 9 program because those programs are simple,
small, elegant, open source, and they form together a coherent set. Moreover, mk is the “spiritual succes-
sor” [Hum87] to Make. Indeed, it was designed in the same lab (Bell Labs), and even Stuart Feldman, the
original author of Make, recommends mk as a better system.

mk is modeled after Make, like many other build systems, but mk is both simpler and more powerful than
Make. For instance, mk does not suffer from the infamous TAB requirement in the first column from Make2; with
mk, the programmer can use spaces and tabs interchangeably. Moreover, mk executes shell commands in parallel,
an important improvement over the original Make as this speeds up greatly the building process on machines
with multiple processors.

With one single command (mk) executed from the top directory of the Plan 9 fork used in Principia Softwarica,
you can build all the Plan 9 libraries, the Plan 9 programs, the Plan 9 kernel, and build a disk image containing
a Plan 9 distribution that can be installed on a Raspberry Pi3 or booted through QEMU4; all of this with one
single command.

1.3 Other build systems

Here are a few build systems that I considered for this book, but which I ultimately discarded:

� Make [Fel79], which from now on I will call UNIX Make, to differentiate it from its other variants, was the
original Make part of early versions of UNIX. Stuart Feldman, its author, won the ACM System Software
Award in 2003 for it: “there is probably no large software system in the world today that has not been
processed by a version or offspring of MAKE.” 5. Indeed, UNIX Make has many variants, which are often
confusingly called also Make (e.g., BSD Make, GNU Make), and which often use the same command-line
program name: make.

One of the latest versions of UNIX Make, for UNIX V7 in 19796, contains less than 2500 LOC. This is
smaller than mk, but this version contains also far less features than mk. For instance, it lacks the ability
to execute shell commands in parallel. This ability requires more than just a few lines of code. In fact,
it led in mk to the complete redesign of the approach used by Make to compute dependencies. Indeed, mk
computes a graph of dependencies statically when it starts, and then uses this graph to guide the building
process.

� GNU Make [Mec04]7 is probably the most popular variant of Make. It is used by almost every open source
applications under Linux. GNU Make contains many extensions to the original UNIX Make, including

1See http://plan9.bell-labs.com/magic/man2html/1/mk for the manual page of mk.
2See http://www.catb.org/esr/writings/taoup/html/ch15s04.html for the story behind the TAB requirement.
3https://www.raspberrypi.org/
4https://www.qemu.org/
5http://awards.acm.org/award_winners/feldman_1240498.cfm
6See http://minnie.tuhs.org/cgi-bin/utree.pl?file=V7/usr/src/cmd/make/.
7https://www.gnu.org/software/make/
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the ability to run shell commands in parallel as in mk with make -j (’j’ for jobs). It supports also many
platforms, including old platforms such as DOS, VMS, or Amiga. However, its codebase is significantly
larger: 37 000 LOC, which is almost one order of magnitude more code than mk.

GNU Make follows closely the design of UNIX Make, and so inherits also its major flaws, for instance, the
requirement to use TAB in the first column for shell commands. Where mk tries to generalize, unify, and
reuse the services and syntax of other tools, GNU Make specializes, uses its own syntax, and adds an extra
layer of complexity. For example, use of variables in GNU Make (and UNIX Make) requires parenthesis
(e.g., $(OBJS)), which are not required when using variables in a shell (e.g., $OBJS). Moreover, the use
of shell variables inside a Makefile requires an extra dollar (e.g., $$i). In mk, the syntax for variables is
the same than in the shell (e.g., $OBJS, $i). Finally, mk replaces cryptic Make variables such as $@ or $^
(which do not require parenthesis for once) with clearer variables such as $target or $prereq.

� Ant [HL02]8 (for Another Neat Tool) is a build system used by many Java projects. Instead of using
a DSL to express dependencies, and of relying on a shell and command-line programs to maintain those
dependencies, an Ant user writes dependency rules in XML in a build.xml configuration file. For instance,
here is a rule to clean files in Ant:

<target name="clean" <delete dir="classes"></target>

To contrast, here is the same rule with Make:

clean:

rm -rf classes/

Ant supports many XML tags to perform various tasks such as deleting files (<delete>), creating direc-
tories (<mkdir>), or calling the Java compiler (<javac>).

The main advantage of Ant over Make is portability. Indeed, with Make, the command-line programs used
in a Makefile may be specific to an operating system. For instance, the default C compiler, linker, and
file utilities under Microsoft Windows are not the same than in Linux or macOS. In fact, even the shell
and make programs are different under Linux, macOS, and Microsoft Windows. However, the portability
of Ant comes at a price; its codebase is very large with more than 200 000 LOC (without the tests), which
is almost 40 times more code than mk.

The main advantage of Make (and mk) over Ant is generality. Indeed, you can call any command-line
programs from the Makefile. Moreover, the shell, which is the language used to write commands in a
Makefile, is an expressive language. With Ant, if there is no XML tags for a certain task, you need to
extend Ant itself. Finally, XML is an extremely verbose language; writing XML dependency rules by hand
is tedious.

� CMake9 is a cross-platform build system used in many large open source projects (e.g., LLVM). It was
designed, like Ant, to overcome the lack of portability of Makefiles. Unlike Ant, CMake acts as a frontend
to Make (and other build systems). Indeed, CMake is a meta build system. Instead of writing Makefiles,
the user of CMake creates CMakeLists.txt files containing builtin (portable) commands to compile source
code. CMake then generates from those configuration files regular Makefiles that can be processed by
Make. CMake can also generate files for IDEs such as Apple’s Xcode or Microsoft’s Visual Studio.

CMake contains thousands of builtin commands, offers a graphical user interface, and supports many IDEs.
However, its codebase contains more than 250 000 LOC (not including the tests). This is extremely large,
especially considering the fact that CMake is just a frontend to other build systems.

8http://ant.apache.org/
9https://cmake.org/
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Figure 1.1: Build systems timeline

Note that the lack of portability of Makefiles has been partially fixed in the last ten years. Indeed, with
the availability of GNU utilities for operating systems other than Linux (e.g., through cygwin10 for Microsoft
Windows, and macports11 or Homebrew12 for macOS), Makefiles are now more portable because the same
command-line programs are available on more platforms.

Figure 1.1 presents a timeline of major build systems. I think mk represents the best compromise for this
book: it implements the essential features of a build system while still having a small and understandable
codebase (5500 LOC).

1.4 Getting started

To play with mk, you will first need to install the Plan 9 fork used in Principia Softwarica (see http://www.

principia-softwarica.org/wiki/Install). Once installed you can test mk under Plan 9 with the following
commands:

1 $ cd /tests/mk

2 $ mk -f hello.mk

3 5c -c hello.c

4 5c -c world.c

5 5l -o hello hello.5 world.5

6 $ mk -f hello.mk

7 mk: ’hello’ is up to date

10https://www.cygwin.com/
11https://www.macports.org/
12http://brew.sh/
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8 $ touch world.c

9 $ mk -f hello.mk

10 5c -c world.c

11 5l -o hello hello.5 world.5

12 $

Line 2 runs mk with the -f hello.mk argument to tell mk to use the rules in the hello.mk file instead of
the default mkfile (mk’s equivalent of a Makefile). Line 3 through 5 are the shell commands ran by mk given
the rules contained in hello.mk. Those commands compile and link a simple program called hello using the
ARM C Compiler 5c (see the Compiler book [Pad16b]) and ARM linker 5l (see the Linker book [Pad15]).
Remember that ’.5’ is the filename extension of ARM object files under Plan 9, hence the use of hello.5 and
world.5 in the linking command Line 5.

Line 6 re-runs mk, which should not recompile or relink anything because nothing has changed. Instead, mk
should indicate that hello is already up to date. Line 8 modifies the date of world.c. This time, re-running mk

at Line 9 should trigger the recompilation of world.c and relinking of hello. Note that mk should not recompile
hello.c because hello.5 depends only on hello.c, not world.c.

With those commands, you can see the main purpose of a build system: to maintain dependencies between
files (here source files, objects, and binaries) automatically, and efficiently by running only the minimum number
of commands.

1.5 Requirements

Because most of this book is made of C source code, you will need a good knowledge of the C programming
language [KR88] to understand it. I also assume you are already familiar with at least one build system, for
instance, a variant of Make, and so are familiar with concepts such as a Makefile, a rule, a target, a prerequisite,
or a shell command. If not, I suggest you to read one of the books about GNU Make [Mec04, OL96, SMS16].

If, while reading this book, you have specific questions on the interface of mk, I suggest you to consult the
man page of mk at docs/man/1/mk in my Plan 9 repository.

Note that the builders/docs/ directory in my Plan 9 repository contains documents describing either
mk [Hum87], or the mkfiles used in Plan 9 [HF95]. Those documents are useful to understand some of the
design decisions presented in this book, especially how and why mk differs from Make.

1.6 About this document

This document is a literate program [Knu92]. It derives from a set of files processed by a tool, syncweb [Pad09],
generating either this book or the actual source code of the program. The code and its documentation are thus
strongly connected.

1.7 Copyright

Most of this document is made of source code from Plan 9, so those parts are copyright by Plan 9 Foundation.
The prose is mine and is licensed under the All Rights Reserved License.

1.8 Acknowledgments

I would like to acknowledge of course the author of mk, Andrew Hume, who wrote in some sense most of this
book.
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Chapter 2

Overview

Before showing the source code of mk in the following chapters, I first give an overview in this chapter of the
general principles of a build system. I also quickly describe the command-line interface of mk and show a simple
mkfile for a toy application. Finally, I define terms, explain how the code is organized, and more generally give
the background necessary to understand the code I will show later.

2.1 Build system principles

To understand the goal of a build system, it is useful to remember how programmers were compiling projects
before Make was invented. The progression from shell script to build system is not just a matter of convenience—
it illustrates a fundamental shift from imperative to declarative thinking. A shell script says “do these steps in
this order.” A build system says “here are the relationships between files; figure out what needs updating.” The
key insight is that by describing what depends on what rather than what to do, the system can automatically
determine the minimal set of actions needed after any change. Before Make, programmers were using shell
scripts to record the compiling and linking commands for a project. For instance, here is one such script called
make.rc1 to build the toy program mentioned in Section 1.4:

⟨tests/mk/make.rc 11⟩≡
#!/bin/rc

5c -c hello.c

5c -c world.c

5l -o hello hello.5 world.5

As a program grows larger, and the number of files grows, the shell-script approach becomes too inefficient2.
Indeed, in the previous example, if only hello.c is modified, there is no need to recompile also world.c, but
that is what the script would do if it was run again to rebuild the program. An alternative is to keep track
in your head of all the modifications, and to recompile manually only what is necessary. However, again, as
programs grow larger, and dependencies between files become more complex, it becomes difficult to remember
which files need to be recompiled and what are the precise flags used to recompile or link those files.

The next sentence is the thesis statement of the entire book. Each of its three key words—“concisely,”
“efficiently,” and “dependencies”—maps directly to a major component of mk: the DSL (conciseness), the job
scheduler (efficiency), and the dependency graph (the central data structure). The rest of this chapter unpacks
each word in turn. Thus, the goal of a build system is to describe concisely and maintain efficiently dependencies
between files. For a programmer, those files are C or Assembly source files, object files, and executables. For
a writer, those files are Troff or TeX documents, pictures, and PDFs. A build system can be used in many
contexts, not just for programming.

1This script is using the Plan 9 shell, which is called rc (see the Shell book [Pad18]), hence the use of the ’.rc’ filename
extension.

2This approach can still be useful to bootstrap the build system itself.
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Note that every words in the first sentence of the previous paragraph are important. The word “concisely”
led in mk to the creation of a domain-specific language. The word “dependencies” led to the use of a graph to
represent the relationships between files. Finally, the word “efficiently” led to the use of a job scheduler to run
in parallel multiple tasks. All of this will be explained in the following sections.

Note that even if in the next sections I will use examples using the syntax of mk, which is very close to the
syntax of Make, the principles apply to most build systems.

2.1.1 A domain-specific language

A domain-specific language (DSL), as its name suggests, is a language specialized for one particular task. In
the case of a build system, the task is (1) to describe file dependencies, and (2) to describe the commands to
maintain those dependencies. A DSL uses a special syntax to describe more concisely than with a general-purpose
language the solution to a particular problem. The author’s observation here is subtle and important: the shell
is already half the solution. It provides concise syntax for launching programs, piping, and redirection—exactly
what recipes need. So mk’s DSL does not reinvent command execution; it only adds the missing piece: a way
to declare which files depend on which other files. This “minimal extension” philosophy—add only what the
shell cannot express—is a recurring design principle throughout mk. The shell script make.rc above is already a
good solution for (2). Indeed, a shell can almost be considered a DSL for running commands: it uses a special
syntax for launching programs (by just typing the name of a command, without the need to call fork() or
exec()), for creating pipes (with ’|’), and for file redirection (with ’>’ or ’<’). Thus, the main idea behind
the DSL of mk (and Make before) was to extend slightly the shell syntax to accommodate also (1), with special
constructs to express dependencies between files. Those constructs are the rule, the pattern, the variable, and
the file inclusion, as explained in the next sections.

The rule

The most important construct in the DSL of a build system is the rule. A rule describes a relation between two or
more files, for instance, the relation between an object file hello.5 and its source hello.c. In mk’s terminology,
the object file is called the target, and the source the prerequisite. A rule describes also the command to maintain
the dependency between those two files, that is the shell command to generate the target from the prerequisite.
In mk’s terminology, this command is called the recipe.

Here is the syntax of a rule in mk’s DSL:

<target> : <prerequisite 1>...<prerequisite n>

<recipe>

Here are the rules corresponding to the script make.rc shown above for the toy program mentioned in
Section 1.4:

⟨tests/mk/mkfile version 1 12⟩≡
# rule 1

hello.5: hello.c

5c -c hello.c

# rule 2

world.5: world.c

5c -c world.c

# rule 3

hello: hello.5 world.5

5l -o hello hello.5 world.5

Note that a rule can have multiple prerequisites, like in the third rule above with the multiple object files.
In fact, a rule can also have multiple targets, as you will see in Section 2.1.2. Moreover, the same file can be
a target in one rule and a prerequisite in another rule, for instance, hello.5 in respectively the first and third
rules above.
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The rules are usually stored in a special configuration file: an mkfile for mk (and a Makefile for Make). The
syntax of an mkfile is very similar to the syntax of a shell script. mk even uses the same syntax for comments,
which are prefixed with a ’#’. The only syntactical addition is the use of ’:’ to separate the target from
the prerequisites, and the newline and indentation to separate the prerequisites from the recipe. This syntax is
minimalist. Indeed, there is no quotes around filenames or around commands. Moreover, the different elements
in the list of prerequisites are simply separated by spaces.

The rule semantics look deceptively simple: compare modification times. But as the author’s TODO notes
hint, the full story is more subtle. The comparison is not just between a target and its immediate prerequisites—
mk must first recursively ensure that the prerequisites themselves are up-to-date. This is why a DFS is needed
(Section 2.1.2): you must reach the leaves and work your way back up, because a target can appear “up-to-date”
with its direct prerequisites while a transitive dependency deep in the graph has changed. The semantic of a
rule is also very simple. mk will check if the modification time of a target is more recent than all its prerequisites.
If not, it will run the recipe, which hopefully will update the modification time of the target.

As I said before, the recipe is simply a shell command. Even though the commands in the mkfile above
are simple, mk allows to use the full language of the Plan 9 shell rc (see the Shell book [Pad18]), with loops,
conditionals, functions, etc. Indeed, one of the design principles of mk was to leverage existing tools.

The shell language is embedded inside mk’s DSL. This is similar to other UNIX DSLs, for example Lex [LS79]
and Yacc [Joh79]. The programmer can use some special syntax to define respectively regexps and grammar
rules. He can also use the full C language for the actions triggered when a regexp or grammar rule is recognized
(See the CompilerGenerator book [Pad16a]). In mk, the actions are not written in C but in the shell
language of rc, and those actions are embedded not inside the definition of a regexp or of a grammar but inside
the definition of a graph. Indeed, the targets and prerequisites are similar to the sources and destinations of arcs
in a graph. The recipe corresponds to the label on an arc. In fact, as you will see in Section 2.1.2, mk internally
uses a graph to represent the dependencies between files.

The pattern

The mkfile in the previous section allows to maintain efficiently dependencies between files: if only hello.c is
modified, then world.c will not be recompiled by mk. However, the mkfile is not very concise. Fortunately,
the first two rules are very similar: they differ only by the name of the file. This is why to factorize rules, most
build systems provide a way to use patterns inside a rule.

In mk, a pattern is a sequence of characters where the special character ’%’ can match any sequence of
characters. Here is an example of a pattern that matches any C source files:

%.c

A rule using a pattern in his target is called a meta rule in mk’s terminology. Here is a better version of the
mkfile for the same toy program:

⟨tests/mk/mkfile version 2 13⟩≡
# simple rule

hello: hello.5 world.5

5l -o hello hello.5 world.5

# meta rule

%.5: %.c

5c -c $stem.c

During the processing of the first rule above, mk will recognize that hello.5 and world.5, which are the
prerequisites, match the target in the second rule if the percent is set to hello or world. mk will then instantiate
the meta rule to generate a specific rule for hello.5, and another one for world.5. The percent in the prerequisite
is then substituted by the matched string in the target (hello or world), and the special variable $stem can be
used from the shell command to access the matched string.
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The use of ’%’ to match any sequence of characters is similar to the use of ’.*’ in a regular expression, or
the use of ’*’ in shell globbing (see the Shell book [Pad18]). In fact, mk supports also meta rules using regular
expressions, as explained in Section ??. However, in most cases, patterns using ’%’ are expressive enough and
simpler to write.

GNU Make supports meta rules with percents, but not with regular expressions. UNIX Make and GNU Make
support also suffix rules (e.g., .5.o: ...). However, suffix rules are less intuitive to write and less expressive
than meta rules. This is why they are not supported by mk.

The variable

In the previous section, I have shown the use of a variable in a recipe ($stem). This variable was set by mk.
Most build systems offer a way to define and use your own variables to factorize things. In mk, those variables
can contain a list of words, which can correspond to anything: filenames, compiler flags, etc. Here is an example
of a variable containing two filenames:

OBJS=hello.5 world.5

Here is a slightly different version of the previous mkfile using a variable:

⟨tests/mk/mkfile version 3 14⟩≡
OBJS=hello.5 world.5

hello: $OBJS

5l -o $target $OBJS

%.5: %.c

5c -c $stem.c

One of the design principles of mk was to leverage existing tools, but also existing syntax. Thus, the syntax
to define and use variables in mk is exactly the same than in the shell. This syntax is again minimalist: to
define a variable, type a variable name, followed by an equal sign, followed by a list of words simply separated
by space. There is no braces, brackets, quotes, commas, types, or semicolons like in other languages (e.g.,
char* OBJS[] = {"hello.5", "world.5"}; in C). The next newline marks the end of the variable definition3.
To use a variable, prefix the variable name with the dollar sign (e.g., $OBJS in the rule for hello above).

Note that mk, like the shell rc, treats the content of a variable as a list. mk offers also a special syntax to
concatenate lists by simply juxtaposing a variable with other elements or other variables, as in the following
example:

X= b c d

# Y will contain a b c d e f

Y=a $X d e f

mk offers also a special syntax to transform lists, as explained in Section ??
Once a variable is defined, you can use it in other variable definitions, or in a rule (in the target, in the

prerequisites, or even in the recipe). You can also use variables in patterns in meta rules. Moreover, mk imports
most variables from the environment, so you can also use variables such as $HOME in your mkfile.

The distinction below—that mk variables are really constants—has deep implications for the implementation.
Because mk must know all variable values before building the dependency graph, it expands variables in targets
and prerequisites at parse time. Recipe variables, however, are expanded later by the shell (via environment
export), which is why $target and $stem work in recipes without mk doing string substitution itself. This
two-phase expansion is the source of much confusion in Make (with its = vs. := distinction); mk sidesteps the
problem by making all definitions single-assignment. Note that the term “variable” in the context of mk is
slightly misleading. Indeed, in mk, variables are constants. Variable definitions are more binding definitions.
Indeed, mk needs to know statically the value of a variable to be able to compute the graph of dependencies.

3You can also escape newlines, to spread variable definitions over multiple lines, as explained in Section ??.
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File inclusion

The last construct found in most build systems is the file inclusion. In mk, a file inclusion is an instruction in
the mkfile, starting with ’<’. You can include files to load the rules and variables defined in those files files.
Those files can themselves include other files, recursively. Here is an example of a file inclusion:

</$objtype/mkfile

The effect is similar to a #include in C. Note that the filename can contain variables defined previously
in the mkfile or in the environment. Here, $objtype is a special Plan 9 environment variable containing the
type of architecture of the current machine (e.g., arm, 386). You can then define for each architecture a specific
mkfile with variables such as $CC or $LD containing the name of the native compiler and linker. Appendix ??
presents such an mkfile for the ARM architecture. It is good practice to include /$objtype/mkfile at the
beginning of an mkfile for better portability. Note that again mk reuses the syntax of other tools by using the
’<’ symbol used for input redirection in the shell.

Just like the rule, the pattern, and the variable, a file inclusion allows to factorize things. Indeed, you can
store a library of meta rules in a separate file (e.g., /shared/mkgeneric) and reuse this file in multiple projects.
In fact, by combining variables and file inclusion, you can also have a library of simple rules shared by multiple
projects, as shown by the example below:

⟨tests/mk/mkfile version 4 15a⟩≡
OBJS=hello.5 world.5

PROG=hello

</shared/mkone

⟨/shared/mkone 15b⟩≡
$PROG: $OBJS

5l -o $PROG $OBJS

%.5: %.c

5c -c $stem.c

mk offers a few more constructs, but those I just presented are the main constructs of a build system. See
Chapter 12 for the list of advanced constructs supported by mk.

2.1.2 A graph of dependencies

The pattern, the variable, and the file inclusion are nice features, but they are not the essence of a build
system; rules are the essence of a build system. Indeed, once the build system has loaded included files,
expanded variables, and substituted patterns, what remains is a set of rules with concrete filenames as targets
and prerequisites. Moreover, as I mentioned briefly in Section 2.1.1, the rules in a build system define essentially
the nodes and arcs of a graph. Thus, the essence of a build system is also this graph of dependencies.

In the next sections, I will present different examples of graph of dependencies, with increasing complexity.

A simple tree

Figure 2.1 presents the graph of dependencies for the hello program of Section 1.4. In this example, the graph
is simply a tree. The nodes in the graph of dependencies correspond to concrete filenames. The arcs represent
dependencies between files. For instance, world.5 depends on world.c, hence the arc between the two nodes in
Figure 2.1. Note that a rule with two prerequisites leads to the creation of two arcs in the graph of dependencies.

Given the mkfile in Section 2.1.1, mk will internally build the graph of dependencies of Figure 2.1. The use
of either simple rules or meta rules to describe the dependencies (or both) will result in the same graph. Once
mk matched and substituted patterns, what remains will be a set of nodes with concrete filenanes.
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Figure 2.1: Graph of dependencies for hello.

+-------+

| hello | 08:00:13

+-------+

5l -o hello X 5l -o hello

hello.5 world.5 / \ hello.5 world.5

/-----/ \-----\

/ \

v v

+--------+ +--------+

08:00:10 |hello.5 | |world.5 | 08:00:11

+--------+ +--------+

| |

5c -c hello.c 5c -c world.c

v v

+--------+ +--------+

08:00:00 |hello.c | |world.c | 11:30:00

+--------+ +--------+

Figure 2.2: Graph of dependencies for hello, with labels.

A labeled tree

Figure 2.2 presents also the graph of dependencies for the hello program where nodes ands arcs are annotated
also with labels. Arcs are labeled with a recipe whereas nodes are labeled with the modification time of the file
they represent. If the file does not exist, the modification time is set to zero. In Figure 2.2, the day, month, and
year of the modification time of the files are omitted for simplification purpose; only the hours, minutes, and
seconds are shown. I assume all the files were modified in the same day.

The scenario that led to the modification times in Figure 2.2 is as follows: The programmer of the hello

program finished modifying hello.c and world.c at 8am. He then ran mk to build the program. mk finished
compiling hello.5 at 8am and 10 seconds, and world.5 at 8am and 11 seconds. mk finished linking hello at
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+-------+

(1) | hello | (8)

+--X--^-+

X \

/ / \ \

/ - - / \ \----\

/----/ \----\ \

/ / \ \

v v v \

+--------+ +--------+

(2) |hello.5 + - - - - >|world.5 | (7)

+--+-----+(4) (5)+--+-----+

| ^ | ^

| | | | | |

v v v v

+------+-+ +------+-+

(3) |hello.c | (6) |world.c |

+--------+ +--------+

Figure 2.3: Depth-first search traversal of the graph dependencies for hello.

8am and 13 seconds. Finally, the programmer modified world.c at 11:30am and stopped. At this point, running
mk should recompile world.c (and relink hello), but should not recompile hello.c.

Depth-first search

The choice of DFS over BFS is not arbitrary. A breadth-first traversal would visit the root first, then its children,
then grandchildren—but you cannot decide whether the root needs rebuilding until you know the status of every
descendant. DFS naturally solves this: by going deep first, it reaches the leaves (source files), confirms they
exist, then backtracks, checking timestamps at each level. By the time the algorithm returns to a node, all its
prerequisites have already been visited and their status is known. Once the graph of dependencies is built, the
main algorithm behind mk is to perform a depth-first search (DFS) traversal on this graph. Figure 2.3 presents
the order in which the DFS visits the nodes on the previous graph. The DFS starts from the root (step 1 at
the top of Figure 2.3) and goes as deep as possible along a branch (steps 2 and 3). When it reaches a leaf,
for instance hello.c (step 3), the algorithm just checks whether the file exists. If the file does not exist, then
mk should report an error because there is no instruction on how to generate this file (there is no prerequisite
connected to the node and so no recipe). If the file exists, then the algorithm can continue and the DFS can
backtrack by going back up in the tree (step 4). At this point, the algorithm checks whether the modification
time of the node is more recent than all its prerequisites, which have all been already visited by the DFS by
now. If the node is more recent, for instance, hello.5 is more recent than hello.c in Figure 2.2, then there is
nothing to do but to continue the DFS (steps 5 and 6). If the node is older than one or more of its prerequisites,
for instance, world.5 is older than world.c in Figure 2.2, then the algorithm should run the associated recipe
in a separate shell process. Hopefully, running this process will modify the time of the node. This will in turn
trigger the recompilation of all the ancestors of the node while going back up to the root of the graph (step 8 in
Figure 2.3), because the ancestors should now be older than this newly-generated file.

A direct acyclic graph

The jump from tree to DAG is where build systems earn their keep. In a tree, each file appears exactly once, so
the DFS visits every node once. In a DAG, a shared file like common.h is reachable from multiple branches. A
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+-------+

| hello |

+-------+

X

/ \

/-----/ \-------\

/ \

v v

+--------+ +--------+

|hello.5 | |world.5 |

+--------+ +--------+

| |

| \ /|

| \------\ /-------/ |

| v |

v +--------+ v

+--------+ |common.h| +--------+

|hello.c | +--------+ |world.c |

+--------+ +--------+

Figure 2.4: Graph of dependencies for hello with common.h.

naive DFS would visit it multiple times, potentially triggering redundant rebuilds. This is why mk must track
which nodes have already been visited—the MADE/BeingMade status labels introduced later in Section 2.1.3 serve
double duty as both build-progress indicators and visited-node markers. In the previous examples, the graph
was simply a tree. However, most build systems support a more general form of graphs: direct acyclic graphs
(DAGs), where the same node can be referenced multiple times from different branches. Figure 2.4 presents such
as graph for the same hello program, but where an additional header file, common.h, is shared and included by
the two source files.

Note that even though common.h is included by hello.c and world.c, there is no arc between those files
in the graph of dependencies. Indeed, modifying common.h should not cause the regeneration of hello.c or
world.c. However, the modification of common.h should cause the regeneration of the object files hello.5 and
world.5, hence the arcs from those files to common.h in Figure 2.4. Indeed, the header file may define data
structures that have an impact on the object code generation, hence the two arcs from the object files to the
header file.

There are multiple situations where the same file can be referenced multiple times in the graph of depen-
dencies: multiple executables may depend on and reuse the same library, multiple libraries may use the same
object file, multiple object files may depend on the same header file, etc. Those shared files add arcs in the
graph. However, the graph must remain acyclic. Indeed, a file can not depend on itself, directly or indirectly4.

There are multiple ways to add the dependency to common.h from hello.5 (and world.5) in the mkfiles
of Section 2.1.1:

1. You can add common.h in the list of prerequisites in the rule for hello.5:

hello.5: hello.c common.h

5c -c hello.c

4Section 7.4.1 presents the code to check for cycles in the graph of dependencies.
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However, this approach does not work well when the rule to compile hello.c is a meta-rule such as %.5:
%.c. Indeed, each source file has its own header file dependencies, which are impossible to factorize in a
single meta-rule.

2. You can add a separate rule using the same target and the same recipe:

hello.5: common.h

5c -c hello.c

It is important to impose to have the same recipe. If the recipe was different, mk would be confronted
with an ambiguity when both the source file hello.c and the header common.h are modified: which recipe
to choose to update the target hello.5?5 However, it is difficult for mk to check whether the recipe of a
meta-rule such as 5c -c $stem.c is equivalent to the recipe of a simple rule such as 5c -c hello.c.

3. You can add a separate rule using the same target but without any recipe:

hello.5: common.h

This works if the build system imposes that there must be another single rule, called the master rule, with
the same target but including a recipe. In that case, there is no ambiguity and no need to check if two
recipes are equivalent.

Approach (3) is elegant because it cleanly separates what to rebuild (the master rule with a recipe) from
when to rebuild (additional recipe-less rules that contribute extra prerequisites). This separation is what makes
automatic dependency generation practical: tools like gcc -MM can emit simple “target: header” lines without
needing to know the compilation recipe, and mk merges them with the master rule at graph-construction time.
mk supports (1) and (3) but not (2). (3) is more convenient for the programmer because it works well with
meta-rules. Moreover, when combined with file inclusion, (3) allows to leverage programs that automatically
extract header dependencies from source files (e.g., gcc -MM for C files, ocamldep for OCaml files). Indeed, the
output of such programs can simply be redirected in a .depend file that can be included from the mkfile.

Many-to-one dependencies

In Figure 2.5, two object files, lexer.5 and parser.5, depend on the same file: parser.h. They also depend
on other files (lexer.c and parser.c) and have different recipes (5c -c lexer.c and 5c -c parser.c). This
is similar to the situation depicted by Figure 2.4 with the shared file common.h. However, in Figure 2.5, two
files, parser.h and parser.c, depend also exclusively on the same file, parser.y, with the same recipe (yacc
parser.y). This last file is a Yacc [Joh79] grammar file. The yacc program generates both a header file (.h)
and a source file (.c) from a single grammar file (.y). There are multiple ways to express this many-to-one
dependency:

1. You could create two separate rules for each target:

parser.h: parser.y

yacc parser.y

parser.c: parser.y

yacc parser.y

2. You could create a single rule with multiple targets:

5Section 7.4.3 presents the code to check for the presence of ambiguities.
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+-------+

| prog |

+-------+

5l -o prog X 5l -o prog

lexer.5 parser.5 / \ lexer.5 parser.5

/-----/ \-----\

/ \

v v

+--------+ +--------+

|lexer.5 | |parser.5|

+--------+ +--------+

5c -c | \ / | 5c -c

lexer.c | \--------\ /------/ | parser.c

v v v

+--------+ +--------+ +--------+

|lexer.c | |parser.h| |parser.c|

+--------+ +--------+ +--------+

lex | yacc \ / yacc

lexer.l | parser.y \---\ /---/ parser.y

v v

+--------+ +--------+

|lexer.l | |parser.y|

+--------+ +--------+

Figure 2.5: Graph with many-to-one dependencies.
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parser.h parser.c: parser.y

yacc parser.y

The many-to-one problem is one of the trickiest aspects of build system design. A single command (yacc)
produces multiple outputs, but the graph models dependencies per-file. If each output has its own rule, the
build system has no way to know that both outputs come from the same invocation, so it runs the command
twice. The solution—a single rule with multiple targets—requires mk to treat all targets of a rule as a unit:
when any target is out of date, run the recipe once and update the modification times of all targets. However,
the semantics for (1) and (2) are different. Indeed, with (1), if you modify parser.y, then mk will create two
shell processes and execute two times the yacc command, which is useless (and could even be incorrect if the
two commands are run in parallel and the writes on the same file are intertwined). With (2), it will create a
single process and execute only one time the yacc command.

The use of multiple targets in one rule has implications on the DFS traversal of the graph of dependencies.
Indeed, in Figure 2.5, once the DFS has processed parser.y, backtracked on parser.h, and ran the recipe to
update parser.h, it is important that the algorithm adjusts the modification time of both the parser.h and
parser.c nodes. If only the parser.h node is updated, mk would run another time the yacc command when
the DFS reaches the parser.c node with an obsolete modification time. This is why, as you will see later in
Section ??, the arc from parser.h to parser.y contains also a reference to the parser.c node.

2.1.3 A job scheduler

In the previous sections, I have described the main features of the DSL of a build system, the underlying
representation of dependencies in a build system, as well as the basic algorithm behind a build system (the
DFS). I will now focus on the efficiency of a build system.

The job scheduler is the third pillar of mk, corresponding to the word “efficiently” in the thesis statement.
Incrementality (only rebuilding what changed) is one dimension of efficiency; parallelism is another. The key
insight is that the dependency graph already contains all the information needed for both: timestamps tell you
what to rebuild, and the graph structure tells you what can run concurrently—two recipes are independent if
neither target is an ancestor of the other. A build system maintains dependencies between files efficiently firstly
by being an incremental program. Indeed, if you modify only one source file, the build system will recompile
and relink only what is necessary. This is made possible by comparing the modification times of nodes in the
graph of dependencies. In fact, this graph enables also the build system to be more efficient by running recipes
in parallel. Indeed, with a graph, it is easy to detect whether two commands can be run in parallel when they
belong to two independent branches in the graph. For instance, in Figure 2.5, the recipes with the lex and
yacc commands can be run in parallel. However, if only the lex recipe finished, it is not possible to run 5c -c

lexer.c in parallel with yacc because there is an arc between lexer.5 and parser.h in the graph; you must
also wait for the yacc recipe to finish.

To run recipes in parallel, a build system should not wait during the DFS that a shell process finishes
executing a recipe. This is why, during the DFS, mk adds instead the recipe in a queue and continues the DFS.
Each element of this queue contains, in addition to the recipe, a pointer to the target node (or target nodes)
associated with the recipe. mk can add multiple recipes in the queue during the DFS, and can then execute in
parallel those recipes once the DFS finished. The recipe and associated target node(s) stored in the queue is
called a job in mk’s terminology. The queue is also called the job queue. Thus, mk is also a job scheduler.

The use of a job queue has implications on the graph and the DFS. Indeed, in Figure 2.3, if the job
to regenerate world.5 from world.c is enqueued at step 7 (instead of being executed synchronously), the
modification time of the world.5 node will not be updated directly. Then, when the DFS backtracks on the
root node at step 8, the modification time of the root node may still be more recent than all its prerequisites
(as shown in Figure 2.2), so mk will not detect that it needs to re-link too hello. However, mk should not stop
there and should declare that hello is up-to-date. Once the job to generate world.5 has finished, hello will
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+-------+ NotMade

(1) | hello | (8)

+--X--^-+

X \

/ / \ \

/ - - / \ \----\

/----/ \----\ \

/ / \ \

v v v \

+--------+ +--------+ BeingMade

(2) |hello.5 + - - - - >|world.5 | (7)

+--+-----+(4) (5)+--+-----+

| ^ Made | ^

| | | | | |

v v v v

Made +------+-+ Made +------+-+

(3) |hello.c | (6) |world.c |

+--------+ +--------+

Figure 2.6: Graph of dependencies with building-status labels.

not be up-to-date. This is why the modification time of nodes associated with a job should be marked specially
in the graph.

The three-state machine below (NotMade → BeingMade → Made) is the key mechanism that ties the DFS to
the job scheduler. Without BeingMade, the DFS would have to block until each recipe finishes—no parallelism.
With it, the DFS can “fire and forget”: mark a node BeingMade, enqueue its recipe, and continue exploring other
branches. When the DFS encounters a BeingMade prerequisite, it knows to leave the parent as NotMade—the
parent will be reconsidered in the next wave, after the prerequisite’s job completes and transitions the node to
Made. To keep track of the nodes involved in a job, mk uses an extra label on each node to indicate the building
status of the node: NotMade, Made, and BeingMade, as shown in Figure 2.6. The algorithm behind mk, exposed
previously in Section 2.1.2, is modified as follows. After the graph is built, every status labels in every nodes is
set to NotMade. During the DFS, if the algorithm reaches a leaf containing an existing file, the node is marked
as Made (e.g., hello.c at step 3, and world.c at step 6 in Figure 2.6). During backtracking, the algorithm will
use different marks depending on the situation:

� If the node is more recent than all its prerequisite nodes, and all those nodes are marked as Made, then
this node is also marked as Made (e.g., hello.5 at step 4 in Figure 2.6).

� If the node is older than one or more of its prerequisites, and all the prerequisites are marked as Made, then
a new job will be enqueued and this node is marked as BeingMade (e.g., world.5 at step 7 in Figure 2.6).

� If the node is older or more recent, but one of its prerequisites is marked as BeingMade, then the status
should be kept as NotMade.

mk will run the DFS in a loop multiple times until the root node is marked as Made. During each of those
loops, the DFS will find new jobs to run in parallel.
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2.2 mk command-line interface

The command-line interface of mk is very simple: just go in a directory and type mk6. However, this assumes the
directory contains a file named mkfile. Moreover, it assumes the first target in this mkfile is the file you want
to build. To change the default behavior, you can use the -f flag, as shown in Section 1.4, to specify another
configuration file. Finally, you can change the default target by specifying a target from the command line (e.g.,
mk hello.5). In fact, you can even give a list of targets on the command line.

mk supports also a few extra options to provide advanced features or to help debug mk itself. I will present
gradually those options in this book. Here is the full command-line interface of mk:

$ mk -help

Usage: mk [-f file] [-n] [-a] [-e] [-t] [-k] [-i] [-d[egp]] [targets ...]

2.3 hello.mk

Here is finally the content of the hello.mk file mentioned in Section 1.4:

⟨tests/mk/hello.mk 23⟩≡
OBJS=hello.5 world.5

CFLAGS=

LDFLAGS=

hello: $OBJS

5l $LDFLAGS -o $target $prereq

%.5: %.c

5c $CFLAGS -c $stem.c

This file is named hello.mk to illustrate the -f command-line flag of mk, but a common practice is to name
mk’s configuration file mkfile instead.

I have described most of the features used in hello.mk in Section 2.1.1, so I will not repeat the explanations
here. The only new feature is the use of the special variables $target and $prereq. Those variables are set by
mk in the environment of the shell process executing the recipe. As their names suggest, they contain respectively
the name of the target and the list of prerequisites of the rule in which they occur.

The compilation and linking flags ($CFLAGS and $LDFLAGS) are set to an empty list in the example above,
but those flags can be overriden from the command-line. Indeed, mk can take a list of variable definitions as
arguments (e.g., mk CFLAGS=-g). Those definitions override any definition contained in the mkfile (or in files
included from the mkfile). This is convenient because you can simply cross-compile a project under Plan 9
by overriding the definition of $objtype from the command line (e.g., mk objtype=arm on a machine where
$objtype is by default set to 386).

For more examples of mkfiles, notably the mkfile of the mk project itself, see Appendix C. The examples
in this chapter were used just to illustrate the main features of mk.

2.4 Code organization

Table 2.1 presents short descriptions of the source files of mk, together with the main entities (e.g., types,
functions, globals) the file defines, and the corresponding chapters in this document in which the code contained
in the file is primarily discussed.

6This interface is similar to the one in Make, except mk is even shorter to type than make, which is useful as mk is a command
you will type a lot (the two letters are even next to each other on a QWERTY keyboard).
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Function Ch. File Entities LOC

parsing data structures 3 Ast.ml word27b Ast.rule28a instr28d 119
variables management 3 Env.ml Env.t28g add_var()X mk_varsX 135
rules data structures 3 Rules.ml Rules.rule30b rules30c Rules.rule_exec31b 47
graph of dependencies 3 Graph.ml node30d arc30e build_state31f 448

file time 3 File.ml timeof()32b 25
job data structure 3 Job.ml Job.t32e 23

entry point 4 Main.ml 18
main functions 4 CLI.ml main()93 build_targets()93 build_target()93 368

parser entry point 5 Parse.ml parse()39a 41
lexer/grammar globals 5 Globals.ml Globals.file39b Globals.line39c 14

lexer 5 Lexer.mll Lexer.token()40c Lexer.recipe()44b 276
grammar 5 Parser.mly Parser.token41a Parser.instrs()46c 192

expanding variables 6 Eval.ml eval()X eval_words()X 305

building the graph 7 Graph.ml build_graph()53a apply_rules()53b 448
pattern matching 7 Percent.ml match_()55c subst()56e 113

finding outdated files 8 Outofdate.ml work()60a outofdate()61c dorecipe()61d 179

scheduling jobs 9 Scheduler.ml run()103 sched()103 waitup()X 229
executing jobs 9 Shell.ml exec_recipe()104c exec_shell()104c 277

shell environment 10 Shellenv.ml Shellenv.t69a initenv()69c 20

Debugging flags 11 Flags.ml explain_mode73f dry_mode74a 35

Total 3300

Table 2.1: Chapters and associated mk source files.

2.5 Software architecture

Figure 2.7 describes the main control flow of mk, whereas Figure 2.8 describes the main data flow of mk. The
main steps of the building pipeline of mk are as follows:

1. Parse the mkfile (via parse()39a) to generate a convenient data structure representing the content of an
mkfile: an Abstract Syntax Tree (AST).

2. Evaluate the AST (via eval()X) to process the include instructions, variables, and backquotes and to
extract the rules and meta rules in the mkfile and its included files.

3. Build the graph of dependencies (via build_graph()53a) for a specific target given the rules extracted
previously.

4. Find outdated files in the graph (via work()60a).

5. Schedule jobs (via sched()103) that will run the shell recipes (via exec_recipe()104c) to update the
outdated files.

Starting from the top of Figure 2.7, the function main()93, after some basic command-line processing and
initializations, calls build_targets()93 which calls parse() with the file to parse as an argument (by default
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Figure 2.7: Control flow diagram of mk.
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Figure 2.8: Data flow diagram of mk.
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mkfile, unless you specified another filename with the -f command-line flag). parse() first calls the lexer
(via Lexer.token()40c) to get tokens which are then assembled into list of instructions by the grammar (via
Parser.instrs()46c) forming the AST of the mkfile. build_targets() then evaluates this AST (via eval()X)
to process the include instructions (which trigger further calls to parse()), variable definitions and uses, and
backquotes. Once all the files have been included and variable uses expanded, eval()X then returns important
data structures such as Rules.rules.simples30c and Rules.rules.metas30c, which contain the lists of extracted
rules. eval()X also modifies some target reference with the name of the first target found in the mkfile, unless
you gave a specific target on the command line (e.g., with mk hello.5). Finally, eval()X returns an Env.t28g

containing the values for the variables defined in the mkfile and in the enclosing environment.
After the rules have been extracted, build_targets() calls build_target()93 (at the top right in Figure 2.7)

with the name of a target as an argument. build_target() then calls build_graph() to build the graph of
dependencies for this target given the rules and metarules extracted during parsing and evaluation. This graph
contains nodes and arcs, as explained in Section 2.1.2. The nodes correspond to concrete files (e.g., hello.5,
hello.c), and the arcs connect two nodes when a node depends on another node (e.g., hello.5 is connected to
hello.c). Those arcs are also labeled with the rule containing the recipe to generate the target node.

build_graph() works by first creating a node for the target parameter, called the root of the graph, and by
then calling apply_rules()53b on this node. apply_rules() then finds a rule or meta rule with the node as a
target, and creates new nodes for all the prerequisites found in the rule. It then calls recursively apply_rules()

on those new nodes. Note that as opposed to Make, in mk the graph of dependencies is computed statically once
and for all at the very beginning.

build_target() then calls work() to find outdated files in the graph. Starting from the root, work()
performs a depth-first search and goes down recursively in the graph to find nodes corresponding to inexistent
files, or to files that are older than the files in the nodes they are connected to. Once it found such a node,
work() calls dorecipe()61d with the outdated node as a parameter. dorecipe() then finds the arc containing
the master rule with the recipe to regenerate the file in the node. dorecipe() then calls run()103 (at the bottom
of Figure 2.7) to add in a queue the job to run the recipe. run() possibly calls sched() to schedule the job if
there was a free processor to run the job in parallel. sched() then calls exec_recipe() to fork and execute in
a shell the recipe.

build_target() calls work() in a loop, to schedule jobs in parallel until the root node is up-to-date (Made31f ).
However, during those loops, work() may not be able to schedule any job. Indeed, all the processors may already
be in use, or certain jobs may not be able to start until other jobs are finished. This is why build_target() also
calls sometimes waitup()X (at the right in Figure 2.7) to wait for those jobs to finish. Once a job is finished,
waitup()X calls update()67d to update the node in the graph associated with the job, and sched() to schedule
another job.

2.6 Book structure

You now have enough background to understand the source code of mk. The rest of the book is organized as
follows. I will start by describing the core data structures of mk in Chapter 3. Then, I will use a top-down
approach, starting with Chapter 4 with the description of main()93 and the initialization of mk. The following
chapters will describe the main components of the building pipeline: Chapter 5 will present the code to parse an
mkfile, Chapter 6 the code to evaluate the parsed AST, Chapter 7 the code to build the graph of dependencies,
Chapter 8 the code to find outdated files in the graph, Chapter 9 the code to schedule jobs, and finally Chapter 10
the code to communicate with the shell through the environment. In Chapter 11, I will present code to help
you debug and profile your mkfile. Chapter 12 presents advanced features of mk that I did not present before
to simplify the explanations (e.g., rule attributes). Finally, Chapter 13 concludes and gives pointers to other
books in the Principia Softwarica series.

Some appendices present the code of non-functional properties: code to help debug mk itself in Appendix A
and code to profile mk itself in Appendix B. Finally, Appendix C presents examples of mkfiles.
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Chapter 3

Core Data Structures

Show me your code and conceal your data structures, and I shall continue to be mystified. Show me
your data structures, and I won’t usually need your code; it’ll be obvious.

Fred Brooks

3.1 Parsed structures

3.1.1 Words

⟨type Ast.words 27a⟩≡ (92a)
(* Words are separated by spaces. See also Env.values *)

type words = word list

Uses Ast.word 27b.

⟨type Ast.word 27b⟩≡ (92a)
(* The elements below are not separated by any separator; they are direct

* concatenations of elements (hence the need for ${name} below).

* The list must contain at least one element.

* ex: ’%.c’ -> W [Percent; String ".c"]

*)

type word = W of word_element list

Uses Ast.word element 27c.

⟨type Ast.word_element 27c⟩≡ (92a)
and word_element =

| String of string (* except the empty string *)

| Percent

(* evaluated in eval.ml just after parsing *)

| Var of var

⟨Ast.word_element cases 75a⟩
Uses Ast.var 27d.

⟨type Ast.var 27d⟩≡ (92a)
and var =

(* $name or ${name} (the string does not contain the $ or {}) *)

| SimpleVar of string

⟨Ast.var cases 78c⟩
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3.1.2 Rules

⟨type Ast.rule 28a⟩≡ (92a)
(* See also Rules.rule and Rules.rule_exec *)

type rule = {

targets: words;

prereqs: words;

recipe: recipe option;

⟨Ast.rule other fields 81a⟩
}

Uses Ast.recipe 28b.

⟨type Ast.recipe 28b⟩≡ (92a)
(* (the strings do not contain the leading space nor trailing newline) *)

type recipe = R of string list

3.1.3 Instructions

⟨type Ast.instrs 28c⟩≡ (92a)
type instrs = instr list

Uses Ast.instr 28d.

⟨type Ast.instr 28d⟩≡ (92a)
type instr = {

instr: instr_kind;

loc: loc;

}

Uses Ast.instr kind 28e and Ast.loc 28f.

⟨type Ast.instr_kind 28e⟩≡ (92a)
and instr_kind =

| Rule of rule

(* should resolve to a single filename less: could enforce of word? *)

| Include of words

(* stricter: no dynamic def like X=AVAR $X=42 ... $AVAR,

* so ’string’ below, not ’word’ *)

| Definition of string * words

⟨Ast.instr_kind cases 77a⟩
Uses Ast.rule 28a.

⟨type Ast.loc 28f⟩≡ (92a)
(* for error reporting *)

type loc = {

file: Fpath.t; (* an mkfile *)

line: int;

}

3.2 Evaluated structures

3.2.1 Environment

⟨type Env.t 28g⟩≡ (95)
type t = {

(* use Env.add_var to add a var (to check if it’s ok) *)

vars : (string, values) Hashtbl.t;

⟨Env.t fields 29f⟩
}
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⟨type Env.values 29a⟩≡ (95)
(* Content of variables (after full expansion and backquote resolution).

* It should not contain any empty strings (but it can contain empty lists).

*)

type values = string list

⟨signature Env.add_var 29b⟩≡ (95a)
val add_var : t -> string -> values -> unit

⟨function Env.add_var 29c⟩≡ (95b)
let add_var env s xs =

match () with

⟨Env.add_var() ignore def if overriden on the command-line 36d⟩
⟨Env.add_var() forbid redefinition in strict mode 74f⟩
| _ ->

Hashtbl.replace env.vars s xs

Uses Env.t.vars 28g.

⟨signature Env.check_values 29d⟩≡ (95a)
val check_values : values -> unit

⟨function Env.check_values 29e⟩≡ (95b)
(* invariant *)

let check_values xs =

xs |> List.iter (fun s ->

if s = ""

then raise (Impossible (spf "empty string in values"))

)

Uses Common.spf().

⟨Env.t fields 29f⟩≡ (28g) 36c ▷
internal_vars: (string, values) Hashtbl.t;

⟨constant Env.mk_vars 29g⟩≡ (95b)
let mk_vars = [

"target";

"prereq";

"stem";

(* todo: alltargets, newprereq ... *)

]

3.2.2 Patterns

⟨type Percent.pattern 29h⟩≡ (101)
(* The list must contain at least one element *)

type pattern = P of pattern_elem list

Uses Percent.pattern elem 29i.

⟨type Percent.pattern_elem 29i⟩≡ (101)
and pattern_elem =

| PStr of string

| PPercent

⟨signature Percent.check_pattern 29j⟩≡ (101c)
val check_pattern : pattern -> unit
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⟨function Percent.check_pattern 30a⟩≡ (101d)
let check_pattern (P xs) =

if xs = []

then raise (Impossible (spf "empty pattern"));

xs |> List.iter (function

| PPercent -> ()

| PStr "" -> raise (Impossible (spf "empty string element in pattern"));

| PStr _ -> ()

)

Uses Common.spf(), Percent.pattern.P 29h, Percent.pattern elem.PPercent 29i, and Percent.pattern elem.PStr 29i.

3.2.3 Simple and meta rules

⟨type Rules.rule 30b⟩≡ (102a)
type ’a rule = {

targets: ’a list;

prereqs: ’a list;

recipe: Ast.recipe option;

⟨Rules.rule other fields 81c⟩
loc: Ast.loc;

}

Uses Ast.loc 28f and Ast.recipe 28b.

⟨type Rules.rules 30c⟩≡ (102a)
type rules = {

(* use Hashtbl.find_all because a target can be associated to many rules *)

simples: (string, string rule) Hashtbl.t;

metas: (Percent.pattern rule) list;

}

Uses Percent.pattern 29h and Rules.rule 30b.

3.3 Graph of dependencies

⟨type Graph.node 30d⟩≡ (98)
type node = {

(* usually a filename *)

name: string;

(* mutable because this field can be adjusted later in check_ambiguous

* and vacuous.

* Note that this field was called ’prereqs’ before, but virtual rules

* without any prereq still have an arc (with an empty dest,

* and a recipe), so ’arcs’ is a better field name.

*)

mutable arcs: arc list;

⟨Graph.node other fields 31d⟩
}

Uses Graph.arc 30e.

⟨type Graph.arc 30e⟩≡ (98)
and arc = {

(* note that because the graph of dependencies is a DAG, multiple

* arcs may point to the same node.

*)

dest: node option;

⟨Graph.arc other fields 31a⟩
}

Uses Graph.node 30d.
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⟨Graph.arc other fields 31a⟩≡ (30e)
(* what we need from the rule to execute a recipe (and report errors) *)

rule: Rules.rule_exec;

Uses Rules.rule exec 31b.

⟨type Rules.rule_exec 31b⟩≡ (102a)
type rule_exec = {

recipe2: Ast.recipe option;

⟨Rules.rule_exec other fields 31c⟩
loc2: Ast.loc;

}

Uses Ast.loc 28f and Ast.recipe 28b.

⟨Rules.rule_exec other fields 31c⟩≡ (31b) 54b ▷
stem: string option;

⟨Graph.node other fields 31d⟩≡ (30d) 31e ▷
(* None for inexistent files (and virtual targets).

* mutable because it will be updated once the target is generated

* (or when we discover a target is a virtual node).

*)

mutable time: float option;

⟨Graph.node other fields 31e⟩+≡ (30d) ◁ 31d 56h ▷
mutable state: build_state;

Uses Graph.build state 31f.

⟨type Graph.build_state 31f⟩≡ (98)
and build_state =

| NotMade

| BeingMade

| Made

⟨type Graph.t 31g⟩≡ (98)
type t = node (* the root *)

Uses Graph.node 30d.

⟨constant Graph.hnodes 31h⟩≡ (98d)
(* The graph is a DAG; some arcs may point to previously created nodes.

* This is why we store in this hash all the created nodes.

*

* Moreover, later in dorecipe() when we run a job, we want to build

* the list of all target nodes concerned by a rule and this requires

* again given a target name to find the corresponding node in the graph.

*)

let hnodes = Hashtbl.create 101

⟨function Graph.new_node 31i⟩≡ (98d)
let new_node (target : string) =

let time = File.timeof (Fpath.v target) in

let node = {

name = target;

arcs = [];

state = NotMade;

time = time;

visited = false;

is_virtual = false;

probable = time <> None;
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}

in

Logs.debug (fun m -> m "newnode(%s), time = %s" target

(File.str_of_time node.time));

Hashtbl.add hnodes target node;

node

Uses File.str of time() 32b, File.timeof() 32b, Graph.build state.NotMade 31f, Graph.hnodes 31h, Graph.node.arcs 30d,
Graph.node.is virtual 81f, Graph.node.name 30d, Graph.node.probable 59c, Graph.node.state 31e, Graph.node.time 31d,
Graph.node.visited 56h, and Logs.debug().

⟨signature File.timeof 32a⟩≡ (97a)
(* returns None if file does not exist or can’t be stat’ed for some reasons *)

val timeof : Fpath.t -> float option

⟨function File.timeof 32b⟩≡ (97b)
(* Note that it is useful to have a subsecond float precision here

* because now machines can build many files under a second

* and we need when comparing two files to know which one was

* made last even if they were made in the same second

*

* opti? time cache, and flag to skip cache if want refresh

*)

let timeof (file : Fpath.t) : float option =

try

(* bugfix: use stat, not lstat, to get the time of what is pointed

* by the symlink, not the symlink

*)

let stat = Unix.stat !!file in

Some (stat.Unix.st_mtime)

with Unix.Unix_error (_, _, _) -> None

Uses Fpath .Operators.!!().

⟨signature File.str_of_time 32c⟩≡ (97a)
val str_of_time : float option -> string

⟨function File.str_of_time 32d⟩≡ (97b)
let str_of_time timeopt =

match timeopt with

| None -> "0"

| Some t -> spf "%.1f" t

3.4 Jobs

⟨type Job.t 32e⟩≡ (100a)
type t = {

rule: Rules.rule_exec;

env: Env.t;

(* nodes mk needs to update once the job is done *)

target_nodes: Graph.node list;

⟨Job.t other fields 32f⟩
}

Uses Env.t, Graph.node 30d, and Rules.rule exec 31b.

⟨Job.t other fields 32f⟩≡ (32e) 33a ▷
(* less: newprereqs, targets *)

main_target: string;
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⟨Job.t other fields 33a⟩+≡ (32e) ◁ 32f
(* values for special mk variables such as $target, $prereq, etc.

* (note that $stem is in rule_exec)

*)

all_targets: Env.values;

all_prereqs: Env.values;

⟨constant Scheduler.jobs 33b⟩≡ (103)
let jobs = Queue.create ()

⟨signature Scheduler.nrunning 33c⟩≡ (102b)
val nrunning : int ref

⟨constant Scheduler.nrunning 33d⟩≡ (103)
let nrunning = ref 0
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Chapter 4

main()

⟨type CLI.caps 34a⟩≡ (93 92b)
(* Need:

* - fork/exec/wait: obviously as we run shell commands

* - env: for Env.initenv() so mk recipe can access env variables.

* Also MKSHELL in Shell.ml and NPROC in Scheduler.ml

* - argv: for setting MKFLAGS also in Env.initenv()

* - open_in: for parsing the mkfile (and included files)

* - open_out: to delete target files when error in recipe process

* - Cap.tmp: for :I: interactive feature and pipe cmd

*)

type caps = < Cap.forkew; Cap.env; Cap.argv; Cap.open_in; Cap.open_out; Cap.tmp >

⟨signature CLI.main 34b⟩≡ (92b)
(* entry point (can also raise Exit.ExitCode) *)

val main: <caps; Cap.stdout; Cap.stderr; ..> ->

string array -> Exit.t

⟨toplevel Main._1 34c⟩≡ (100c)
let _ =

Cap.main (fun (caps : Cap.all_caps) ->

let argv = CapSys.argv caps in

Exit.exit caps

(Exit.catch (fun () ->

CLI.main caps argv))

)

Uses CLI.main() 93, Cap.main(), CapSys.argv(), Exit.catch(), and Exit.exit().

4.1 main() skeleton

⟨function CLI.main 34d⟩≡ (93)
let main (caps: <caps; Cap.stdout; Cap.stderr; ..>) (argv : string array) :

Exit.t =

let infile = ref "mkfile" in

let targets = ref [] in

let vars = ref [] in

⟨CLI.main() debugging initializations 73a⟩

let options = [

⟨CLI.main() options elements 35b⟩
] |> Arg.align

in

(* This may raise ExitCode

* old: was Arg.parse but we want explicit argv control *)
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Arg_.parse_argv caps argv options (fun t ->

match t with

⟨CLI.main() modify vars when definition-like argument 36a⟩
| _ -> targets := t :: !targets

) usage;

⟨CLI.main() logging initializations 73d⟩
⟨CLI.main() CLI action processing 89a⟩

(* Let’s go! *)

try

build_targets caps (Fpath.v !infile) targets !vars;

Exit.OK

with exn ->

⟨CLI.main() when exn thrown in build_targets() 85f⟩
Uses CLI.build targets() 93, Common.=~(), Common.Regexp .matched2(), Exit.t.OK, Flags.debugger 85a,
Logs.level.Warning, and Logs.set level().

⟨constant CLI.usage 35a⟩≡ (93)
let usage =

"usage: mk [-f file] [options] [targets ...]"

⟨CLI.main() options elements 35b⟩≡ (34d) 73b ▷
(* less: maybe should do a chdir (Dirname infile) *)

"-f", Arg.Set_string infile,

" <file> use file instead of mkfile";

Uses Logs.level.Info.

⟨signature CLI.build_targets 35c⟩≡ (92b)
val build_targets : <caps; ..> ->

Fpath.t -> string list ref -> (string*string) list -> unit

⟨signature CLI.build_target 35d⟩≡ (92b)
(* main algorithm *)

val build_target : <caps; ..> ->

Env.t -> Rules.rules -> string (* target *) -> unit

⟨CLI.main() when Failure exn thrown in build_targets() 35e⟩≡ (85f)
(* lots of the mk errors are reported using failwith (e.g., "don’t know

* how to make xxx")

*)

| Failure s ->

(* useful to indicate that error comes from mk, not subprocess *)

Logs.err (fun m -> m "mk: %s" s);

(* need to wait for other children before exiting, otherwise

* could get corrupted incomplete object files.

*)

while !Scheduler.nrunning > 0 do

try

(* todo: if dump_jobs, print pid we wait and its recipe *)

CapUnix.wait caps () |> ignore;

decr Scheduler.nrunning

with Unix.Unix_error (error, _str1, _str2) ->

failwith (spf "%s" (Unix.error_message error))

done;

Exit.Code 1

| Sys_error s ->

Logs.err (fun m -> m "mk: %s" s);

Exit.Code 2

Uses CapUnix.wait(), Common.spf(), Exit.t.Code, Logs.err(), and Scheduler.nrunning 33d.
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4.2 mk var=values arguments processing

⟨CLI.main() modify vars when definition-like argument 36a⟩≡ (34d)
| _ when t =~ "^\\(.*\\)=\\(.*\\)$" ->

let (var, value) = Regexp.matched2 t in

vars := (var, value)::!vars;

Uses UConsole.eprint() and UConsole.print().

⟨CLI.build_targets() initialize env using vars 36b⟩≡ (36e)
vars |> List.iter (fun (var, value) ->

(* stricter: we do not allow list of strings for value for command-line

* vars, but anyway I’m not sure how they could be parsed by Arg

*)

Env.add_var env var [value];

Hashtbl.add env.Env.vars_commandline var true;

);

Uses Env.add var(), Env.t.vars commandline 36c, and Flags.debugger 85a.

⟨Env.t fields 36c⟩+≡ (28g) ◁ 29f 49b ▷
(* those vars can not be overriden by the mkfile *)

vars_commandline: string Hashtbl_.set;

⟨Env.add_var() ignore def if overriden on the command-line 36d⟩≡ (29c)
| _ when Hashtbl.mem env.vars_commandline s ->

(* we do not override those vars *)

Logs.info (fun m -> m "ignoring definition of %s specified on the command-line" s);

()

Uses Logs.info().

4.3 Building the target(s)

⟨function CLI.build_targets 36e⟩≡ (93)
let build_targets (caps : <caps; .. >) (infile : Fpath.t) (targets : string list ref) (vars : (string*string) list) : unit =

(* initialisation *)

let env = Env.initenv caps in

⟨CLI.build_targets() initialize env using vars 36b⟩
⟨CLI.build_targets() if debugger set 85c⟩

(* parsing *)

let instrs = FS.with_open_in caps Parse.parse infile in

⟨CLI.build_targets() possibly dump the AST 86g⟩

(* evaluating (can modify targets with first targets in file if none provided) *)

let rules, env = Eval.eval caps env targets instrs in

⟨CLI.build_targets() possibly dump the environment 87b⟩

⟨CLI.build_targets() sanity check targets 38c⟩
(* less: build shellenv here ?*)

!targets |> List.rev |> List.iter (fun target ->

build_target caps env rules target

)

Uses Ast.dump ast() 86h, CLI.build targets() 93, Env.dump env(), Env.initenv() 69c, and Profiling.profile code().

⟨signature Parse.parse 36f⟩≡ (101a)
(* !internally modifies Globals.line and Globals.file! *)

val parse : Chan.i -> Ast.instr list
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⟨signature Eval.eval 37a⟩≡ (96a)
(* Evaluate the variables and backquotes in the mkfile (hence Cap.exec),

* process the included files (hence Cap.open_in), index the rules, and return

* the final environment (actually modify by side effect the environment).

*

* Also sets the parameter to contain the first (simple) target found

* in the file if it was not set already.

*

* Note that eval() will call parse() internally as well as eval() itself

* recursively to process ’<file’ instructions.

*)

val eval :

< Shell.caps ; Cap.open_in; .. > ->

Env.t ->

string list ref ->

Ast.instr list ->

Rules.rules * Env.t

⟨function CLI.build_target 37b⟩≡ (93)
let build_target (caps : <caps; ..>) (env : Env.t) (rules : Rules.rules) (target : string) : unit =

let root = Graph.build_graph target rules in

⟨CLI.build_target() possibly dump the graph 87f⟩

let ever_did = ref false in

while root.G.state = G.NotMade do

let did = ref false in

(* may call internally Scheduler.run to schedule jobs and may

* raise some Failure (e.g., "don’t know how to make xxx")

*)

Outofdate.work caps env root did;

if !did

then ever_did := true

else

(* no work possible, let’s wait for a job process to finish *)

if !Scheduler.nrunning > 0

then Scheduler.waitup caps ()

(* else: impossible? *)

done;

⟨CLI.build_target() wait after loop for possible remaining jobs 38b⟩

if not !ever_did

then print_string (spf "mk: ’%s’ is already up to date\n" root.G.name)

Uses CLI.build target() 93, Flags.dump graph 87d, Outofdate.work() 60a, Profiling.profile code(), Scheduler.nrunning
33d, and Scheduler.waitup().

⟨signature Graph.build_graph 37c⟩≡ (98c)
(* !will also modify hnode! *)

val build_graph : string (* target *) -> Rules.rules -> t

⟨signature Outofdate.work 37d⟩≡ (100d)
(* work() may call internally Scheduler.run() to schedule jobs.

* It will also modify by side effect the graph to set to

* Made or BeingMade some nodes.

* May raise Failure ("don’t know how to make xxx" | "no recipe to make xxx")

*)

val work :

< Shell.caps ; .. > ->

Env.t ->
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Graph.node ->

bool ref (* OUT parameter, did anything *) ->

unit

⟨signature Scheduler.waitup 38a⟩≡ (102b)
(* need Cap.open_out to delete target file if error in recipe process *)

val waitup : < Shell.caps ; Cap.open_out; .. > -> unit -> unit

⟨CLI.build_target() wait after loop for possible remaining jobs 38b⟩≡ (37b)
(* bugfix: root can be BeingMade in which case we need to wait *)

while !Scheduler.nrunning > 0 do

Scheduler.waitup caps ();

done;

⟨CLI.build_targets() sanity check targets 38c⟩≡ (36e)
(* building *)

if !targets = []

then failwith "nothing to mk";

Uses CLI.build target() 93.
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Chapter 5

Parsing the mkfile

5.1 parse() skeleton

⟨function Parse.parse 39a⟩≡ (101b)
let parse (chan : Chan.i) : Ast.instr list =

Globals.line := 1;

Globals.file := Chan.origin chan;

let lexbuf = Lexing.from_channel chan.Chan.ic in

⟨Parse.parse() nested lexfunc function 42c⟩
try

Parser.program lexfunc lexbuf

(* less: could track line of : and = *)

with Parsing.Parse_error ->

failwith (spf "%s:%d: Syntax error" !Globals.file !Globals.line)

Uses Fpath .Operators.!!(), Globals.file 39b, Globals.line 39c, Parser.program(), and UChan.with open in().

⟨constant Globals.file 39b⟩≡ (98a)
(* TODO: use Chan.origin? *)

let file = ref "<nofile>"

⟨constant Globals.line 39c⟩≡ (98a)
let line = ref 1

⟨function Lexer.error 39d⟩≡ (40a)
let error s =

failwith (spf "%s:%d: Lexical error, %s" !Globals.file !Globals.line s)

⟨function Lexer.loc 39e⟩≡ (40a)
let loc () =

{ Ast.file = Fpath.v !Globals.file; Ast.line = !Globals.line; }

⟨function Parser.error_loc 39f⟩≡ (44d)
let error_loc (loc : Ast.loc) (s : string) =

failwith (spf "%s:%d: Syntax error, %s" !!(loc.file) loc.line s)

⟨function Parser.error 39g⟩≡ (44d)
let error s =

error_loc { file = Fpath.v !Globals.file; line = !Globals.line } s
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5.2 Lexer

5.2.1 Overview

⟨Lexer.mll 40a⟩≡
{

(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

open Parser

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(* Limitations compared to mk:

* - does not handle unicode (use ulex?)

*)

⟨function Lexer.error 39d⟩
⟨function Lexer.loc 39e⟩

⟨type Lexer.state 41d⟩
⟨global Lexer.state_ 42b⟩

⟨Lexer helpers 40b⟩
}

(*****************************************************************************)

(* Regexps aliases *)

(*****************************************************************************)

⟨lexer regexp aliases 42f⟩

(*****************************************************************************)

(* Main rule *)

(*****************************************************************************)

⟨rule Lexer.token 40c⟩

(*****************************************************************************)

(* Rule quote *)

(*****************************************************************************)

⟨rule Lexer.quote 44a⟩

(*****************************************************************************)

(* Rule recipe *)

(*****************************************************************************)

⟨rule Lexer.recipe 44b⟩

(*****************************************************************************)

(* Other Rules *)

(*****************************************************************************)

⟨Lexer other rules 75d⟩

⟨Lexer helpers 40b⟩≡ (40a)
⟨global Lexer.save_state__outside_brace 79c⟩
⟨function Lexer.yyback 44c⟩

⟨rule Lexer.token 40c⟩≡ (40a)
rule token = parse

(* ----------------------------------------------------------------------- *)

(* Spacing/comments *)

(* ----------------------------------------------------------------------- *)

⟨Lexer.token() space cases 42g⟩
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⟨Lexer.token() comment cases 42h⟩

(* ----------------------------------------------------------------------- *)

(* Symbols *)

(* ----------------------------------------------------------------------- *)

⟨Lexer.token() symbol cases 43c⟩

(* ----------------------------------------------------------------------- *)

(* Variables *)

(* ----------------------------------------------------------------------- *)

⟨Lexer.token() variable cases 43i⟩

(* ----------------------------------------------------------------------- *)

(* Quoted strings *)

(* ----------------------------------------------------------------------- *)

⟨Lexer.token() quoted string cases 43k⟩

(* ----------------------------------------------------------------------- *)

(* Regular stuff *)

(* ----------------------------------------------------------------------- *)

⟨Lexer.token() other cases 41b⟩

(* ----------------------------------------------------------------------- *)

| eof { EOF }

| _ (*as c*) { error (spf "unrecognized character: ’%s’" (Lexing.lexeme lexbuf)) }

⟨Parser tokens 41a⟩≡ (44d)
%token <string> TSpace

%token TNewline

%token <Ast.loc> TColon TEq TInf

%token TPercent

%token <string> TVar

%token <string> TQuoted

%token <string> TOther

%token <string> TLineRecipe

%token TEndRecipe

⟨Parser extra tokens 75b⟩

%token EOF

⟨Lexer.token() other cases 41b⟩≡ (40c) 41c ▷
(* should be the union of the special characters mentioned before *)

| [^’\’’ ’‘’ ’$’ ’{’ ’}’ ’:’ ’=’ ’<’ ’%’ ’\n’ ’\\’ ’#’ ’ ’ ’\t’]+

{ TOther (Lexing.lexeme lexbuf) }

⟨Lexer.token() other cases 41c⟩+≡ (40c) ◁ 41b
(* todo? means we have to normalize a series of word elements *)

| ’\\’ { TOther "\\" }

5.2.2 Lexer state

⟨type Lexer.state 41d⟩≡ (100b 40a)
(* lexer state *)

type state =

| Start
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(* once we started to parse a rule, the next newline will start a recipe *)

| AfterColon

(* the lexing rules are different in a recipe; we do not parse rc’s input *)

| InRecipe

⟨Lexer.state other cases 43g⟩

⟨signature Lexer.state_ 42a⟩≡ (100b)
val state_ : state ref

⟨global Lexer.state_ 42b⟩≡ (40a)
(* see also parse.ml and code using that global

* ocaml-light: renamed to state_ cos conflict with state var used by ocamllex

*)

let state_ = ref Start

⟨Parse.parse() nested lexfunc function 42c⟩≡ (39a)
Lexer.state_ := Lexer.Start;

let lexfunc lexbuf =

let tok =

match !Lexer.state_ with

| Lexer.Start

| Lexer.AfterColon

| Lexer.AfterEq

| Lexer.InBrace ->

Lexer.token lexbuf

| Lexer.InRecipe ->

Lexer.recipe lexbuf

in

⟨Parse.parse() lexfunc() possibly dump the token 86d⟩
tok

in

Uses Chan.i.ic, Dumper.dump(), Lexer.state.AfterColon, Lexer.state.AfterEq, Lexer.state.InBrace,
Lexer.state.InRecipe, Lexer.state.Start, Lexer.state , Lexer.token(), and Logs.app().

⟨signature Lexer.token 42d⟩≡ (100b)
val token: Lexing.lexbuf -> Parser.token

⟨signature Lexer.recipe 42e⟩≡ (100b)
val recipe: Lexing.lexbuf -> Parser.token

5.2.3 Comments and spaces

⟨lexer regexp aliases 42f⟩≡ (40a) 43h ▷
let space = [’ ’’\t’]

⟨Lexer.token() space cases 42g⟩≡ (40c) 43a ▷
(* in mk, spaces have a meaning *)

| space+ { TSpace (Lexing.lexeme lexbuf) }

⟨Lexer.token() comment cases 42h⟩≡ (40c)
(* comments *)

| ’#’ [^ ’\n’]* { token lexbuf }

(* escaped newline in comment (useful to handle) *)

| ’#’ [^ ’\n’]* ’\\’ ’\n’

{ incr Globals.line;

token lexbuf

}
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5.2.4 Newlines

⟨Lexer.token() space cases 43a⟩+≡ (40c) ◁ 42g 43b ▷
(* in mk, newline has a meaning *)

| ’\n’ { incr Globals.line;

state_ := if !state_ = AfterColon then InRecipe else Start;

TNewline }

⟨Lexer.token() space cases 43b⟩+≡ (40c) ◁ 43a
(* escaped newline *)

| ’\\’ ’\n’ { incr Globals.line; TSpace (Lexing.lexeme lexbuf) }

5.2.5 Symbols

⟨Lexer.token() symbol cases 43c⟩≡ (40c) 43d ▷
| ’:’ { state_ := AfterColon; TColon (loc()) }

⟨Lexer.token() symbol cases 43d⟩+≡ (40c) ◁ 43c 43e ▷
| ’<’ { TInf (loc()) }

⟨Lexer.token() symbol cases 43e⟩+≡ (40c) ◁ 43d 43f ▷
| ’%’ { TPercent }

⟨Lexer.token() symbol cases 43f⟩+≡ (40c) ◁ 43e 77c ▷
| ’=’ { if !state_ <> AfterEq

(* todo? means we have to normalize a series of word elements *)

then begin

state_ := AfterEq;

TEq (loc())

end

else TOther "="

}

⟨Lexer.state other cases 43g⟩≡ (41d) 79b ▷
(* once we started to parse an assign, the second = is like a string *)

| AfterEq

5.2.6 Variables

⟨lexer regexp aliases 43h⟩+≡ (40a) ◁ 42f
let letter = [’a’-’z’’A’-’Z’’_’]

let number = [’0’-’9’]

(* stricter: WORDCHR = !utfrune("!\"#$%&’()*+,-./:;<=>?@[\\]^‘{|}~", (r) *)

let ident = letter (letter | number)*

⟨Lexer.token() variable cases 43i⟩≡ (40c) 43j ▷
(* stricter: force leading letter, so $0 is wrong (found bug in plan9/) *)

| ’$’ (ident (*as s*))

{ let s = Lexing.lexeme lexbuf in TVar (String.sub s 1 (String.length s - 1)) }

⟨Lexer.token() variable cases 43j⟩+≡ (40c) ◁ 43i 79a ▷
| ’$’’{’ (ident (*as s*)) ’}’

{ let s = Lexing.lexeme lexbuf in TVar (String.sub s 2 (String.length s - 3)) }

5.2.7 Quoted strings

⟨Lexer.token() quoted string cases 43k⟩≡ (40c) 75c ▷
| "’" { TQuoted (quote lexbuf) }
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⟨rule Lexer.quote 44a⟩≡ (40a)
(* opti? could use Buffer *)

and quote = parse

| "’" { "" }

(* escaped quote by writing a double quote *)

| "’’" { "’" ^ quote lexbuf }

| ’\\’ ’\n’ { incr Globals.line; " " ^ quote lexbuf }

(* new: better error message instead of "missing closing ’" *)

| ’\n’ { error "newline in quoted string" }

| [^ ’\\’ ’\’’ ’\n’]+ { let x = Lexing.lexeme lexbuf in x ^ quote lexbuf }

| ’\\’ { "\\" ^ quote lexbuf }

(* new: instead of "missing closing ’" *)

| eof { error "end of file in quoted string" }

| _ { error "missing closing ’" }

5.2.8 Recipe

⟨rule Lexer.recipe 44b⟩≡ (40a)
and recipe = parse

| (’#’ [^’\n’]*) (*as s*) ’\n’?

{ let s = Lexing.lexeme lexbuf |> String.trim in

incr Globals.line; TLineRecipe s }

| space ([^’\n’]* (*as s*)) ’\n’?

{ let s = Lexing.lexeme lexbuf |> String.trim in

incr Globals.line; TLineRecipe s }

| [^ ’#’ ’ ’ ’\t’] { state_ := Start; yyback 1 lexbuf; TEndRecipe }

| eof { state_ := Start; yyback 1 lexbuf; TEndRecipe }

| _ {error "unrecognized character in recipe" }

⟨function Lexer.yyback 44c⟩≡ (40b)
(* pad: hack around ocamllex to emulate the yyless() of flex. The semantic

* is not exactly the same than yyless(), so I use yyback() instead.

* http://my.safaribooksonline.com/book/programming/flex/9780596805418/a-reference-for-flex-specifications/yyless

*)

let yyback n lexbuf =

lexbuf.Lexing.lex_curr_pos <- lexbuf.Lexing.lex_curr_pos - n;

()

(* ocaml-light: lex_curr_p does not exist in ocaml-light, but

TODO? anyway do we need this code?

let currp = lexbuf.Lexing.lex_curr_p in

lexbuf.Lexing.lex_curr_p <- { currp with

Lexing.pos_cnum = currp.Lexing.pos_cnum - n;

}

*)

5.3 Grammar

5.3.1 Overview

⟨Parser.mly 44d⟩≡
%{

(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

open Fpath_.Operators
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open Ast

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(* Limitations compared to mk:

* - backquote only in words context, not at toplevel

* (you can not do ‘echo ’<foo.c’‘ and expect it to include foo.c)

* todo:

* - good parsing error messages, right now hard.

* "missing include file name\n" < no words.

* "multiple vars on left side of assignment\n" words =

* "missing trailing :" (for rule attribute)

*)

(*****************************************************************************)

(* Helpers *)

(*****************************************************************************)

⟨function Parser.error_loc 39f⟩
⟨function Parser.error 39g⟩
⟨function Parser.attrs_of_string 80d⟩
%}

/*(*************************************************************************)*/

/*(*1 Tokens *)*/

/*(*************************************************************************)*/

⟨Parser tokens 41a⟩

/*(*************************************************************************)*/

/*(*1 Rules type declaration *)*/

/*(*************************************************************************)*/

⟨Parser entry points types 46a⟩
%%

⟨grammar 45⟩

⟨grammar 45⟩≡ (44d)
/*(*************************************************************************)*/

/*(*1 Program *)*/

/*(*************************************************************************)*/

⟨rule Parser.program 46b⟩

/*(*************************************************************************)*/

/*(*1 Instr *)*/

/*(*************************************************************************)*/

⟨rule Parser.instrs 46c⟩
⟨rule Parser.instr 46d⟩

/*(* less:

instr: error { }

*)*/

/*(*************************************************************************)*/

/*(*1 Words *)*/

/*(*************************************************************************)*/

⟨word rules 46h⟩

/*(*************************************************************************)*/

/*(*1 recipe *)*/

/*(*************************************************************************)*/
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⟨recipe rules 46f⟩

/*(*************************************************************************)*/

/*(*1 EBNF rules *)*/

/*(*************************************************************************)*/

⟨ebnf rules 46e⟩

⟨Parser entry points types 46a⟩≡ (44d)
%type <Ast.instr list> program

%start program

⟨rule Parser.program 46b⟩≡ (45)
program: instrs EOF { $1 }

5.3.2 Instructions (definitions, includes, and rules)

⟨rule Parser.instrs 46c⟩≡ (45)
instrs:

| instr instrs { $1 @ $2 }

| /*(*empty*)*/ { [] }

⟨rule Parser.instr 46d⟩≡ (45)
instr:

| TInf words TNewline

{ [{ instr = Include $2; loc = $1 }] }

/*(* stricter: no space after variable name, no private var syntax *)*/

| TOther TEq words_opt TNewline

{ [{ instr = Definition ($1, $3); loc = $2 }] }

/*(* the rule! *)*/

| words TColon words_opt TNewline recipe

{ [{ instr = Rule { targets=$1; prereqs=$3; attrs=[]; recipe=$5;}; loc = $2; }] }

⟨rule Parser.instr other cases 46g⟩

⟨ebnf rules 46e⟩≡ (45)
/*(* stricter: forbid just spaces; if have space, then must have a word *)*/

words_opt:

| words { $1 }

| /*(*empty*)*/ { [] }

⟨recipe rules 46f⟩≡ (45)
recipe: recipe_lines_opt TEndRecipe

{ if $1 = [] then None else Some (R $1) }

recipe_lines_opt:

| /*(* empty *)*/ { [] }

| TLineRecipe recipe_lines_opt { $1 :: $2 }

⟨rule Parser.instr other cases 46g⟩≡ (46d) 77d ▷
| TNewline { [] }

| error TNewline { error "expected one of :<=\n" }

5.3.3 Words

⟨word rules 46h⟩≡ (45) 47a ▷
words:

/*(* remove leading spaces *)*/

| spaces words_ { $2 }

| words_ { $1 }
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⟨word rules 47a⟩+≡ (45) ◁ 46h 47b ▷
/*(* the lexer agglomerates spaces in one TSpace token, but then the escaped

* newline are not agglomerated so we may have multiple TSpace so

* we should also normalize that.

*)*/

spaces:

| TSpace { }

| TSpace spaces { }

⟨word rules 47b⟩+≡ (45) ◁ 47a 47c ▷
words_:

| word spaces words_ { (W $1) :: $3 }

| word { [W $1] }

/*(* remove trailing spaces *)*/

| word spaces { [W $1] }

5.3.4 Word elements

⟨word rules 47c⟩+≡ (45) ◁ 47b 47d ▷
/*(*less: normalize to concatenate possible TOther "xxx"::TOther "=" ? *)*/

word:

| word_elem word { ($1::$2) }

| word_elem { [$1] }

⟨word rules 47d⟩+≡ (45) ◁ 47c
word_elem:

| TOther { String $1 }

| TQuoted { String $1 }

| TPercent { Percent }

| TVar { Var (SimpleVar $1) }

⟨rule Parser.word_elem other cases 76b⟩
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Chapter 6

Evaluating the mkfile

6.1 eval() skeleton

⟨function Eval.eval 48a⟩≡ (96b)
let eval (caps : < Cap.fork; Cap.exec; Cap.open_in; .. >) env targets_ref (xs : Ast.instr list) : Rules.rules * Env.t =

let simples = Hashtbl.create 101 in

let metas = ref [] in

let rec instrs xs =

xs |> List.iter (fun instr ->

let loc = instr.A.loc in

match instr.A.instr with

⟨Eval.eval() match instruction kind cases 48d⟩
)

in

instrs xs;

{ R. simples = simples; metas = !metas}, env

Uses Ast.instr.instr 28d, Ast.instr.loc 28d, Rules.rules.metas 30c, and Rules.rules.simples 30c.

⟨function Eval.error 48b⟩≡ (96b)
let error (loc : Ast.loc) (s : string) =

failwith (spf "%s:%d: Semantic error, %s" !!(loc.A.file) loc.A.line s)

Uses Ast.loc.file 28f, Ast.loc.line 28f, Common.spf(), and Fpath .Operators.!!().

⟨function Eval.warning 48c⟩≡ (96b)
let warning (loc : Ast.loc) (s : string) : unit =

Logs.warn (fun m -> m "warning: %s (at %s:%d)" s !!(loc.A.file) loc.A.line)

Uses Ast.loc.file 28f, Ast.loc.line 28f, Fpath .Operators.!!(), and Logs.warn().

6.2 Evaluating definitions

⟨Eval.eval() match instruction kind cases 48d⟩≡ (48a) 49c ▷
| A.Definition (s, ws) ->

let xs =

match eval_words caps loc env ws with

| Left xs -> xs

(* stricter: no dynamic patterns *)

| Right _ -> error loc "use quotes for variable definitions with %"

in

(try

Env.add_var env s xs

with Env.Redefinition s ->
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error loc (spf "redefinition of %s" s)

);

Hashtbl.add env.E.vars_we_set s true;

Uses Common.spf(), Env.add var(), Env.t.vars we set, Eval.error(), and Eval.eval words().

⟨signature Eval.eval_words 49a⟩≡ (96a)
val eval_words : < Shell.caps; .. > -> Ast.loc -> Env.t ->

Ast.words -> (string list, Percent.pattern list) Either.t

⟨Env.t fields 49b⟩+≡ (28g) ◁ 36c
vars_we_set: string Hashtbl_.set;

6.3 Evaluating includes

⟨Eval.eval() match instruction kind cases 49c⟩+≡ (48a) ◁ 48d 49d ▷
| A.Include ws ->

let res = eval_words caps loc env ws in

(match res with

| Left [file] ->

if not (Sys.file_exists file)

then warning loc (spf "skipping missing include file: %s" file)

else

let xs = FS.with_open_in caps Parse.parse (Fpath.v file) in

(* recurse *)

instrs xs

(* new? what does mk does? *)

| Left [] -> error loc "missing include file"

(* stricter: force use quotes for filename with spaces or percent *)

| Right _ | Left (_::_) ->

error loc "use quotes for filenames with spaces or %%"

)

Uses Common.spf(), Eval.error(), Eval.eval words(), Eval.warning(), and Parse.parse() 39a.

6.4 Evaluating rules

⟨Eval.eval() match instruction kind cases 49d⟩+≡ (48a) ◁ 49c 77e ▷
| A.Rule r ->

let targets = eval_words caps loc env r.A.targets in

let prereqs = eval_words caps loc env r.A.prereqs in

(match targets, prereqs with

⟨Eval.eval() when Rule r case, match targets, prereqs cases 49e⟩
)

Uses Ast.rule.prereqs 28a, Ast.rule.targets 28a, and Eval.eval words().

⟨Eval.eval() when Rule r case, match targets, prereqs cases 49e⟩≡ (49d) 50b ▷
(* regular rules *)

| Left targets, Left prereqs ->

let rfinal = { R.

targets = targets;

prereqs = prereqs;

attrs = Set.of_list r.A.attrs;

recipe = r.A.recipe;

loc = loc;

} in

targets |> List.iter (fun target ->
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(* less: could check if already there, in which case

* need to Hashtbl.replace, not add.

* todo: could have a :O: attribute clearly identifying

* that you overwrite a previous rule!

*)

Hashtbl.add simples target rfinal

);

⟨Eval.eval() adjusts targets_ref when first simple targets in mkfile 50a⟩
Uses Ast.rule.attrs 81a, Ast.rule.recipe 28a, Rules.rule.attrs 81c, Rules.rule.loc 30b, Rules.rule.prereqs 30b,
Rules.rule.recipe 30b, Rules.rule.targets 30b, and Set .of list().

⟨Eval.eval() adjusts targets_ref when first simple targets in mkfile 50a⟩≡ (49e)
if !targets_ref = []

then targets_ref := targets;

⟨Eval.eval() when Rule r case, match targets, prereqs cases 50b⟩+≡ (49d) ◁ 49e 50c ▷
(* meta rules *)

| Right targets, Right prereqs ->

let rfinal = { R.

targets = targets;

prereqs = prereqs;

attrs = Set.of_list r.A.attrs;

recipe = r.A.recipe;

loc = loc;

} in

metas |> Stack_.push rfinal

Uses Ast.rule.attrs 81a, Ast.rule.recipe 28a, Common.push(), Rules.rule.attrs 81c, Rules.rule.loc 30b,
Rules.rule.prereqs 30b, Rules.rule.recipe 30b, Rules.rule.targets 30b, and Set .of list().

⟨Eval.eval() when Rule r case, match targets, prereqs cases 50c⟩+≡ (49d) ◁ 50b 50d ▷
(* it is ok to have a % only for the target to allow

* for instance rules such as %.o: $HFILES

*)

| Right targets, Left prereqs ->

let rfinal = { R.

targets = targets;

prereqs = prereqs

|> List.map (fun s -> P.P [P.PStr s]);

attrs = Set.of_list r.A.attrs;

recipe = r.A.recipe;

loc = loc;

} in

metas |> Stack_.push rfinal

Uses Ast.rule.attrs 81a, Ast.rule.recipe 28a, Common.push(), Percent.pattern.P 29h, Percent.pattern elem.PStr 29i,
Rules.rule.attrs 81c, Rules.rule.loc 30b, Rules.rule.prereqs 30b, Rules.rule.recipe 30b, Rules.rule.targets 30b,
and Set .of list().

⟨Eval.eval() when Rule r case, match targets, prereqs cases 50d⟩+≡ (49d) ◁ 50c
| Left _, Right _ ->

(* stricter: *)

error loc "Forgot to use %% for the target"

Uses Eval.error().

6.5 Evaluating words

⟨function Eval.eval_words 50e⟩≡ (96b)
let eval_words (caps : < Cap.fork; Cap.exec; .. >) (loc : Ast.loc) (env : Env.t) (words : Ast.words) :
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(string list, Percent.pattern list) Either.t =

let res = words |> List.map (eval_word caps loc env) in

⟨Eval.eval_words() nested function contain_percent 51a⟩
if contain_percent res

(* a list of patterns *)

then res |> List.map (function

| Left xs -> xs |> List.map (fun s -> P.P [P.PStr s])

| Right x -> [x]

) |> List.flatten |> (fun xs -> List.iter Percent.check_pattern xs; Right xs)

(* a list of strings *)

else res |> List.map (function

| Left xs -> xs

| Right (P.P xs) -> xs |> List.map (function

| P.PStr s -> s

| P.PPercent -> raise (Impossible "contain_percent above is buggy then")

) |> (fun elems -> [elems |> String.concat ""])

) |> List.flatten |> (fun xs -> Env.check_values xs; Left xs)

Uses Env.check values() 29e, Eval.eval word() 51b, Percent.check pattern() 30a, Percent.pattern.P 29h,
Percent.pattern elem.PPercent 29i, and Percent.pattern elem.PStr 29i.

⟨Eval.eval_words() nested function contain_percent 51a⟩≡ (50e)
let contain_percent xs =

xs |> List.exists (function

| Left _ -> false

| Right (P.P xs) -> List.mem P.PPercent xs

)

in

Uses Percent.pattern.P 29h and Percent.pattern elem.PPercent 29i.

⟨function Eval.eval_word 51b⟩≡ (96b)
(* A word can become multiple strings!

* opti? could use a Buffer

* invariant:

* - the returned list of strings must not contain any empty string

* - less: the returned pattern must contain at least a PPercent

*)

let rec eval_word (caps: < Cap.fork; Cap.exec; .. >) (loc: Ast.loc) (env : Env.t) (wd : Ast.word) :

(string list, Percent.pattern) Either.t =

let (Ast.W word) = wd in

let rec aux acc word_elements =

match word_elements with

| [] ->

if acc = []

then Left []

(* less: could look if any PPercent in acc and if not return a Left

* TODO: should do that! bug otherwise? write test case?

*)

else Right (P.P (List.rev acc))

| x::xs ->

(match x with

| A.String s -> aux ((P.PStr s)::acc) xs

| A.Percent -> aux (P.PPercent::acc) xs

(* ocaml-light: | A.Var ((A.SimpleVar v | A.SubstVar (v, _, _)) as vkind) *)

| A.Var ((A.SimpleVar _(*v*) | A.SubstVar (_(*v*), _, _)) as vkind) ->

let v =

match vkind with

| A.SimpleVar v -> v

| A.SubstVar (v, _, _) -> v
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in

let ys =

try

Hashtbl.find env.E.vars v

with Not_found ->

⟨Eval.eval_word() when Not_found exn thrown for var v 74h⟩
[]

in

⟨Eval.eval_word() adjust ys for SubstVar case 79e⟩
(match ys, acc, xs with

⟨Eval.eval_word when Var v case, matching ys, acc, xs 52a⟩
)

⟨Eval.eval_word() match x other cases 76c⟩
)

in

aux [] word

Uses Ast.var.SimpleVar 27d, Ast.var.SubstVar 78c, Ast.word.W 27b, Ast.word element.Percent 27c,
Ast.word element.String 27c, Ast.word element.Var 27c, Env.t.vars 28g, Percent.pattern.P 29h,
Percent.pattern elem.PPercent 29i, and Percent.pattern elem.PStr 29i.

⟨Eval.eval_word when Var v case, matching ys, acc, xs 52a⟩≡ (51b) 52b ▷
(* variable contains a single element (scalar) *)

| [str], acc, xs ->

aux ((P.PStr str)::acc) xs

Uses Percent.pattern elem.PStr 29i.

⟨Eval.eval_word when Var v case, matching ys, acc, xs 52b⟩+≡ (51b) ◁ 52a 52c ▷
(* variable contains many elements (array) *)

| _::_::_, [], [] ->

Left ys

⟨Eval.eval_word when Var v case, matching ys, acc, xs 52c⟩+≡ (51b) ◁ 52b 52d ▷
(* variable does not contain anything *)

| [], [], [] ->

Left []

⟨Eval.eval_word when Var v case, matching ys, acc, xs 52d⟩+≡ (51b) ◁ 52c 52e ▷
| [], acc, xs ->

(* stricter: *)

warning loc (spf "use of empty variable ’%s’ in scalar context" v);

aux acc xs

Uses Common.spf() and Eval.warning().

⟨Eval.eval_word when Var v case, matching ys, acc, xs 52e⟩+≡ (51b) ◁ 52d
| _::_::_, _acc, _xs ->

(* stricter: *)

error loc (spf "use of list variable ’%s’ in scalar context" v)

Uses Common.spf() and Eval.error().
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Chapter 7

Building the Graph of Dependencies

⟨function Graph.build_graph 53a⟩≡ (98d)
let build_graph target rules =

let root = apply_rules target rules in

⟨Graph.build_graph() checks on the graph root 56f⟩
⟨Graph.build_graph() propagate attributes on the graph root 80e⟩
root

Uses Graph.apply rules() 53b.

7.1 apply_rules() skeleton

⟨function Graph.apply_rules 53b⟩≡ (98d)
(* todo: infinite rule detection *)

let rec apply_rules target rules =

Logs.debug (fun m -> m "apply_rules(’%s’)" target);

(* the graph of dependency is a DAG, so we must look if node already there *)

if Hashtbl.mem hnodes target

then Hashtbl.find hnodes target

else begin

let node = new_node target in

let arcs = ref [] in

(* look for simple rules *)

⟨Graph.apply_rules() look for simple matching rules and update arcs 53c⟩

(* look for meta rules *)

⟨Graph.apply_rules() look for meta matching rules and update arcs 54c⟩

(* List.rev is optional. The order should not matter, but it can

* be nice to have the same sequential order of exec as the one

* specified in the mkfile.

*)

node.arcs <- List.rev !arcs;

node

end

Uses Graph.hnodes 31h, Graph.new node() 31i, Graph.node.arcs 30d, and Logs.debug().

7.2 Finding the simple rule(s) for a target

⟨Graph.apply_rules() look for simple matching rules and update arcs 53c⟩≡ (53b)
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let rs = Hashtbl.find_all rules.R.simples target in

rs |> List.iter (fun r ->

⟨Graph.apply_rules() when found a simple rule for node 59d⟩

let pre = r.R.prereqs in

if pre = []

then

(* some tools (e.g., ocamldep) generate useless deps with no

* recipe and no prereqs that we can safely skip (we could warn)

*)

if r.R.recipe = None

then ()

else arcs |> Stack_.push { dest = None; rule = rule_exec r }

else pre |> List.iter (fun prereq ->

(* recurse *)

let dest = apply_rules prereq rules in

arcs |> Stack_.push { dest = Some dest; rule = rule_exec r }

)

);

Uses Common.push(), Graph.apply rules() 53b, Graph.arc.dest 30e, Graph.arc.rule 31a, Graph.rule exec() 54a,
Rules.rule.prereqs 30b, Rules.rule.recipe 30b, and Rules.rules.simples 30c.

⟨function Graph.rule_exec 54a⟩≡ (98d)
let rule_exec (r: string Rules.rule) : Rules.rule_exec =

{ R.recipe2 = r.R.recipe;

R.loc2 = r.R.loc;

R.attrs2 = r.R.attrs;

R.stem = None;

R.all_targets = r.R.targets;

R.all_prereqs = r.R.prereqs;

}

Uses Rules.rule.attrs 81c, Rules.rule.loc 30b, Rules.rule.prereqs 30b, Rules.rule.recipe 30b, Rules.rule.targets
30b, Rules.rule exec.all prereqs 54b, Rules.rule exec.all targets 54b, Rules.rule exec.attrs2 81d,
Rules.rule exec.loc2 31b, Rules.rule exec.recipe2 31b, and Rules.rule exec.stem 31c.

⟨Rules.rule_exec other fields 54b⟩+≡ (31b) ◁ 31c 81d ▷
all_targets: string list;

all_prereqs: string list;

7.3 Finding matching metarules

⟨Graph.apply_rules() look for meta matching rules and update arcs 54c⟩≡ (53b)
let rs = rules.R.metas in

rs |> List.iter (fun r ->

r.R.targets |> List.iter (fun target_pat ->

(match Percent.match_ target_pat target with

| None -> ()

| Some stem ->

(* less: if no recipe and no prereqs, skip, but weird rule no?

* especially for a metarule, so maybe we should warn

*)

let pre = r.R.prereqs in

if pre = []

then arcs |> Stack_.push { dest = None; rule = rule_exec_meta r stem }

else pre |> List.iter (fun prereq_pat ->

let prereq = Percent.subst prereq_pat stem in
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(* recurse *)

let dest = apply_rules prereq rules in

arcs |> Stack_.push { dest = Some dest; rule=rule_exec_meta r stem }

)

)

)

);

Uses Common.push(), Graph.apply rules() 53b, Graph.arc.dest 30e, Graph.arc.rule 31a, Graph.rule exec meta() 55a,
Percent.match () 55c, Percent.subst() 56e, Rules.rule.prereqs 30b, Rules.rule.targets 30b, and Rules.rules.metas

30c.

⟨function Graph.rule_exec_meta 55a⟩≡ (98d)
let rule_exec_meta (r: Percent.pattern Rules.rule) (stem : string) : Rules.rule_exec =

{ R.recipe2 = r.R.recipe;

R.loc2 = r.R.loc;

R.attrs2 = r.R.attrs;

R.stem = Some stem;

R.all_targets = r.R.targets |> List.map (fun pat -> Percent.subst pat stem);

R.all_prereqs = r.R.prereqs |> List.map (fun pat -> Percent.subst pat stem);

}

Uses Percent.subst() 56e, Rules.rule.attrs 81c, Rules.rule.loc 30b, Rules.rule.prereqs 30b, Rules.rule.recipe 30b,
Rules.rule.targets 30b, Rules.rule exec.all prereqs 54b, Rules.rule exec.all targets 54b, Rules.rule exec.attrs2

81d, Rules.rule exec.loc2 31b, Rules.rule exec.recipe2 31b, and Rules.rule exec.stem 31c.

7.3.1 Matching a pattern: Percent.match_()

⟨signature Percent.match_ 55b⟩≡ (101c)
(* return the possible stem *)

val match_ : pattern -> string -> string option

⟨function Percent.match_ 55c⟩≡ (101d)
(* ex: match_ [PStr "foo"; PPercent; PStr ".c"] "foobar.c" => Some "bar"

* This is arguably (and sadly) more complicated than the C code.

*)

let rec match_ (P pat) str =

let len = String.length str in

match pat with

| [] -> raise PercentNotFound

| x::xs ->

(match x with

| PStr s ->

let len2 = String.length s in

if len2 > len

then None

else

if s <> (String.sub str 0 len2)

then None

else match_ (P xs) (String.sub str len2 (len - len2))

| PPercent ->

let str_pat_after = string_after_percent xs in

let len_after = String.length str_pat_after in

let len_matching_percent = len - len_after in

if len_matching_percent < 0

then None

else

let stem = String.sub str 0 len_matching_percent in

if str_pat_after = String.sub str len_matching_percent
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(len - len_matching_percent) && stem <> ""

then Some stem

else None

)

Uses Percent.match () 55c, Percent.pattern.P 29h, Percent.pattern elem.PPercent 29i, Percent.pattern elem.PStr 29i,
and Percent.string after percent() 56b.

⟨exception Percent.PercentNotFound 56a⟩≡ (101)
exception PercentNotFound

⟨function Percent.string_after_percent 56b⟩≡ (101d)
let rec string_after_percent xs =

match xs with

| [] -> ""

| x::xs ->

(match x with

| PStr s -> s ^ string_after_percent xs

| PPercent -> raise TooManyPercents

)

Uses Percent.pattern elem.PPercent 29i, Percent.pattern elem.PStr 29i, and Percent.string after percent() 56b.

⟨exception Percent.TooManyPercents 56c⟩≡ (101)
exception TooManyPercents

7.3.2 Substituting the stem: Percent.subst()

⟨signature Percent.subst 56d⟩≡ (101c)
val subst : pattern -> string (* stem *) -> string

⟨function Percent.subst 56e⟩≡ (101d)
let subst (P pat) stem =

pat |> List.map (function

| PStr s -> s

| PPercent -> stem

) |> String.concat ""

Uses Percent.pattern.P 29h, Percent.pattern elem.PPercent 29i, and Percent.pattern elem.PStr 29i.

7.4 Checking the graph and the rules

⟨Graph.build_graph() checks on the graph root 56f⟩≡ (53a)
check_cycle root;

(* must be before check_ambiguous! *)

⟨Graph.build_graph() check vacuous nodes 59b⟩

check_ambiguous root;

Uses Graph.check ambiguous() 57d and Graph.check cycle() 57a.

7.4.1 Cycle detection

⟨signature Graph.check_cycle 56g⟩≡ (98c)
val check_cycle : t -> unit

⟨Graph.node other fields 56h⟩+≡ (30d) ◁ 31e 59c ▷
(* used only for check_cycle for now *)

mutable visited: bool;
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⟨function Graph.check_cycle 57a⟩≡ (98d)
let check_cycle node =

let rec aux trace node =

(* stricter: mk also check if nodes has arcs, but looks wrong to me *)

if node.visited

then error_cycle node trace;

node.visited <- true;

node.arcs |> List.iter (fun arc ->

arc.dest |> Option.iter (fun node2 ->

aux (node::trace) node2

)

);

node.visited <- false;

in

aux [] node

Uses Graph.arc.dest 30e, Graph.error cycle() 57b, Graph.node.arcs 30d, and Graph.node.visited 56h.

⟨function Graph.error_cycle 57b⟩≡ (98d)
let error_cycle node trace =

(* less: I could just display the loop instead of starting from root *)

let str =

(node::trace)

|> List.rev

|> List.map (fun x ->

if x.name = node.name then spf "|%s|" x.name else x.name

)

|> String.concat "->"

in

failwith (spf "cycle in graph detected at target %s (trace = %s)"

node.name str)

Uses Common.spf() and Graph.node.name 30d.

7.4.2 Infinite rule detection

7.4.3 Ambiguous rules detection

⟨signature Graph.check_ambiguous 57c⟩≡ (98c)
(* will also adjust the graph *)

val check_ambiguous : t -> unit

⟨function Graph.check_ambiguous 57d⟩≡ (98d)
let rec check_ambiguous node =

⟨Graph.check_ambiguous() recurse on the arcs of the node 58d⟩

let arcs_with_recipe =

node.arcs |> List.filter (fun arc -> R.has_recipe arc.rule) in

(* opti? rule_exec is big now, so maybe need have a rule_exec id *)

let groups_by_rule =

arcs_with_recipe |> Assoc.group_by (fun arc -> arc.rule)

in

match List.length groups_by_rule with

⟨Graph.check_ambiguous() match length of groups_by_rule cases 57e⟩
Uses Common.Assoc.group by(), Graph.arc.rule 31a, Graph.node.arcs 30d, and Rules.has recipe() 58a.

⟨Graph.check_ambiguous() match length of groups_by_rule cases 57e⟩≡ (57d) 58c ▷
| 1 -> ()
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⟨function Rules.has_recipe 58a⟩≡ (102a)
(* helpers *)

let has_recipe re =

re.recipe2 <> None

Uses Rules.rule exec.recipe2 31b.

⟨function Graph.error_ambiguous 58b⟩≡ (98d)
let error_ambiguous node groups =

let candidates =

groups |> List.map (fun (rule, arcs) ->

let loc = rule.R.loc2 in

(* one arc representative is enough *)

let arc = List.hd arcs in

spf "\t%s <-(%s:%d)- %s"

node.name !!(loc.A.file) loc.A.line

(match arc.dest with None -> "" | Some n -> n.name)

)

in

failwith (spf "ambiguous recipes for %s: \n%s"

node.name (candidates |> String.concat "\n"))

Uses Ast.loc.file 28f, Ast.loc.line 28f, Common.spf(), Fpath .Operators.!!(), Graph.arc.dest 30e, Graph.node.name 30d,
and Rules.rule exec.loc2 31b.

⟨Graph.check_ambiguous() match length of groups_by_rule cases 58c⟩+≡ (57d) ◁ 57e 58e ▷
| 0 -> ()

(* stricter? or report it later? *)

(* failwith (spf "no recipe to make %s" node.name) *)

⟨Graph.check_ambiguous() recurse on the arcs of the node 58d⟩≡ (57d)
node.arcs |> List.iter (fun arc ->

(* less: opti: could use visited to avoid duplicate work in a DAG *)

arc.dest |> Option.iter (fun node2 ->

(* recurse *)

check_ambiguous node2

);

);

Uses Graph.arc.dest 30e, Graph.check ambiguous() 57d, and Graph.node.arcs 30d.

Specialized versus generic rules

⟨Graph.check_ambiguous() match length of groups_by_rule cases 58e⟩+≡ (57d) ◁ 58c
| 2 | _ ->

(* feature: it’s ok to have ambiguity between 1 simple rule and 1 meta rule.

* The specialized simple rule has priority over the generic meta rule

* (see specialize-vs-generic in Build.nw)

*)

let groups_with_simple_rule =

groups_by_rule |> List_.exclude (fun (r, _) -> R.is_meta r)

in

(match List.length groups_with_simple_rule with

| 0 -> error_ambiguous node groups_by_rule

⟨Graph.check_ambiguous() when length groups_with_simple_rule is 1 59a⟩
| 2 | _ -> error_ambiguous node groups_with_simple_rule

)

Uses Common.List .exclude(), Graph.error ambiguous() 58b, and Rules.is meta() 58f.

⟨function Rules.is_meta 58f⟩≡ (102a)
let is_meta re =

re.stem <> None

Uses Rules.rule exec.stem 31c.
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⟨Graph.check_ambiguous() when length groups_with_simple_rule is 1 59a⟩≡ (58e)
| 1 ->

(* update graph *)

node.arcs <- List_.exclude (fun arc -> R.is_meta arc.rule) node.arcs;

Uses Common.List .exclude(), Graph.arc.rule 31a, Graph.node.arcs 30d, and Rules.is meta() 58f.

7.4.4 Vacuous nodes removal

⟨Graph.build_graph() check vacuous nodes 59b⟩≡ (56f)
root.probable <- true;

vacuous root |> ignore;

Uses Graph.node.probable 59c and Graph.vacuous() 59e.

⟨Graph.node other fields 59c⟩+≡ (30d) ◁ 56h 81f ▷
(* used for vacuous *)

mutable probable: bool;

⟨Graph.apply_rules() when found a simple rule for node 59d⟩≡ (53c)
node.probable <- true;

Uses Graph.node.probable 59c.

⟨function Graph.vacuous 59e⟩≡ (98d)
let rec vacuous node =

let vacuous_node = ref (not node.probable) in

node.arcs <- node.arcs |> List_.exclude (fun arc ->

match arc.dest with

| Some node2 ->

if vacuous node2 && R.is_meta arc.rule

then begin

Logs.warn (fun m -> m "vacuous arc detected: %s -> %s"

node.name node2.name);

true

end else begin

vacuous_node := false;

false

end

| None ->

vacuous_node := false;

false

);

if !vacuous_node

then Logs.warn (fun m -> m "vacuous node detected: %s" node.name);

!vacuous_node

Uses Common.List .exclude(), Graph.arc.dest 30e, Graph.arc.rule 31a, Graph.node.arcs 30d, Graph.node.name 30d,
Graph.node.probable 59c, Graph.vacuous() 59e, Logs.warn(), and Rules.is meta() 58f.
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Chapter 8

Finding Outdated Files

8.1 Exploring the graph: work()

⟨function Outofdate.work 60a⟩≡ (100e)
(* alt: we could return a job list, which would be cleaner, but it is

* more efficient to run a job as soon as we find an opportunity.

*)

let rec work (caps: < Cap.fork; Cap.exec; .. >) env node (did : bool ref) : unit =

Logs.debug (fun m -> m "work(%s) time=%s" node.G.name (File.str_of_time node.G.time));

if node.G.state = G.BeingMade

then ()

else

match node.G.arcs with

(* a leaf *)

| [] ->

⟨Outofdate.work() sanity check node time when leaf node 60b⟩
(* less: why not call update here? *)

node.G.state <- G.Made

(* a node *)

| xs ->

let out_of_date = ref false in

let ready = ref true in

xs |> List.iter (fun arc ->

match arc.G.dest with

⟨Outofdate.work() when iterating arc and matching arc.dest cases 61a⟩
);

if not !ready

then ()

else

if !out_of_date

then dorecipe caps env node did

else node.G.state <- G.Made

Uses File.str of time() 32b, Graph.arc.dest 30e, Graph.build state.BeingMade 31f, Graph.build state.Made 31f,
Graph.node.arcs 30d, Graph.node.name 30d, Graph.node.state 31e, Graph.node.time 31d, Logs.debug(),
and Outofdate.dorecipe() 61d.

⟨Outofdate.work() sanity check node time when leaf node 60b⟩≡ (60a)
(* could be a virtual node, but weird to have a virtual node leaf *)

if node.G.time = None

then failwith (spf "don’t know how to make ’%s’" node.G.name);

Uses Common.spf(), Graph.node.name 30d, and Graph.node.time 31d.
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⟨Outofdate.work() when iterating arc and matching arc.dest cases 61a⟩≡ (60a) 61b ▷
| Some node2 ->

(* TODO: why recurse if node is Made? *)

(* recurse! *)

work caps env node2 did;

(match node2.G.state with

| G.NotMade | G.BeingMade -> ready := false;

| G.Made -> ()

);

if outofdate node arc

then out_of_date := true

Uses Graph.build state.BeingMade 31f, Graph.build state.Made 31f, Graph.build state.NotMade 31f, Graph.node.state 31e,
Outofdate.outofdate() 61c, and Outofdate.work() 60a.

⟨Outofdate.work() when iterating arc and matching arc.dest cases 61b⟩+≡ (60a) ◁ 61a
| None ->

if node.G.time = None

then out_of_date := true

Uses Graph.node.time 31d.

⟨function Outofdate.outofdate 61c⟩≡ (100e)
let outofdate node arc =

match arc.G.dest with

| None -> raise (Impossible "should not call outofdate on nodeless arcs")

| Some node2 ->

(* I use the strictly < in the C version because on modern machines

* many files can be created in the same second. In OCaml,

* the time is a float with higher precision so I can use back

* the <=.

*)

(match node.G.time, node2.G.time with

| Some t1, Some t2 -> t1 < t2

(* in foo.exe: foo.o: foo.c, foo.exe and foo.o might not

* exist and so have a time set to None. In that case,

* I consider foo.exe also out of date as anyway foo.o

* will be generated

*)

| _ , None -> true

| None , Some _ -> true

)

Uses Graph.arc.dest 30e and Graph.node.time 31d.

8.2 Scheduling recipes: dorecipe()

⟨function Outofdate.dorecipe 61d⟩≡ (100e)
let dorecipe (caps : < Cap.fork; Cap.exec; .. >) env node (did : bool ref) : unit =

if not (node.G.arcs |> List.exists (fun arc -> R.has_recipe arc.G.rule))

then

⟨Outofdate.dorecipe() when no arcs with a recipe, if virtual node 81h⟩
else failwith (spf "no recipe to make ’%s’" node.G.name)

else begin

let master_arc =

try node.G.arcs |> List.find (fun arc -> R.has_recipe arc.G.rule)

with Not_found -> raise (Impossible "List.exists above")

in
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let master_rule = master_arc.G.rule in

let all_targets = master_rule.R.all_targets in

(* less: outofdate_targets (aka target) *)

⟨Outofdate.dorecipe() compute target nodes 62b⟩
⟨Outofdate.dorecipe() compute all_prereqs 62c⟩
nodes |> List.iter (fun node -> node.G.state <- G.BeingMade);

let job = { J.

rule = master_rule;

env = env;

main_target = node.G.name;

target_nodes = nodes;

all_targets = all_targets;

all_prereqs = List.rev !all_prereqs;

} in

Scheduler.run caps job;

did := true

end

Uses Common.spf(), Graph.arc.rule 31a, Graph.build state.BeingMade 31f, Graph.node.arcs 30d, Graph.node.name 30d,
Graph.node.state 31e, Job.t.all prereqs 33a, Job.t.all targets 33a, Job.t.env 32e, Job.t.main target 32f, Job.t.rule
32e, Job.t.target nodes 32e, Rules.has recipe() 58a, Rules.rule exec.all targets 54b, and Scheduler.run() 103.

⟨signature Scheduler.run 62a⟩≡ (102b)
(* need Cap.env for NPROC *)

val run : < Shell.caps ; Cap.env; .. > -> Job.t -> unit

⟨Outofdate.dorecipe() compute target nodes 62b⟩≡ (61d)
let nodes =

all_targets |> List.filter_map (fun target ->

if Hashtbl.mem G.hnodes target

then Some (Hashtbl.find G.hnodes target)

(* TODO? failwith? when can this happen? *)

else None

)

in

Uses Graph.hnodes 31h.

⟨Outofdate.dorecipe() compute all_prereqs 62c⟩≡ (61d)
(* less: newprereqs *)

let all_prereqs = ref [] in

(* bug: can not use Set for the accumulator below! Indeed, we want

* the order for prereqs to be the original order in the mkfile.

* If not, some command may not work if the order of the file

* matters (e.g., with the ocaml linker the .cmo must be given

* in a certain order)

*)

let hdone_prereqs = Hashtbl.create 101 in

nodes |> List.iter (fun target ->

target.G.arcs |> List.iter (fun arc ->

arc.G.dest |> Option.iter (fun prereq ->

⟨Outofdate.dorecipe() when compute all_prereqs if explain mode 73h⟩
if Hashtbl.mem hdone_prereqs prereq

then ()

else begin

Hashtbl.add hdone_prereqs prereq true;

Stack_.push prereq.G.name all_prereqs

end

)

));

Uses Common.push(), Graph.arc.dest 30e, Graph.node.arcs 30d, and Graph.node.name 30d.
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⟨function Outofdate.opt0 63⟩≡ (100e)
let opt0 opttime =

match opttime with

| None -> 0.

| Some x -> x
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Chapter 9

Scheduling Jobs

9.1 Enqueuing jobs: run()

⟨function Scheduler.run 64a⟩≡ (103)
let run (caps : < Shell.caps; .. >) (job : Job.t) : unit =

Queue.add job jobs;

⟨Scheduler.run possibly dump the job 88d⟩
if !nrunning < nproclimit caps

then sched caps ()

Uses Flags.dump jobs 88b.

⟨function Scheduler.nproclimit 64b⟩≡ (103)
let nproclimit (caps: < Cap.env; ..>) =

(try

let s = CapSys.getenv caps "NPROC" in

int_of_string s

with Not_found | _ -> 2

)

Uses CapSys.getenv().

9.2 sched() skeleton

⟨function Scheduler.sched 64c⟩≡ (103)
let sched (caps : < Shell.caps; .. >) () =

try

let job = Queue.take jobs in

⟨Scheduler.sched() possibly dump job 88e⟩
let rule = job.J.rule in

let recipe : string list =

match rule.R.recipe2 with

| Some (Ast.R x) -> x

| None -> raise (Impossible "job without a recipe")

in

let env = adjust_env job in

⟨Scheduler.sched() guard to display the recipe 82b⟩
then recipe |> List.iter (fun s -> shprint env s);

⟨Scheduler.sched() if dry mode 74c⟩
else begin

⟨Scheduler.sched() let interactive 82d⟩
(* This -e is super important! so that by default the recipe is run

* so that any error in a simple command ran from the recipe, even inside
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* a for loop, will exit the whole recipe with the error.

*)

let pid =

Shell.exec_recipe caps (Env.shellenv_of_env env) ["-e"] recipe interactive

in

⟨Scheduler.sched() possibly dump job after exec_recipe 88f⟩
Hashtbl.add running pid job;

incr nrunning

end

with Queue.Empty ->

raise (Impossible "no jobs to schedule")

Uses Ast.recipe.R 28b, Ast.rule attribute.Interactive 82c, Ast.rule attribute.Quiet 82a, Env.shellenv of env(),
Flags.dry mode 74a, Flags.dump jobs 88b, Rules.rule exec.attrs2 81d, Rules.rule exec.recipe2 31b,
Scheduler.adjust env() 65c, Scheduler.jobs 33b, Set .mem(), and Shell.exec recipe() 104c.

⟨signature Shell.exec_recipe 65a⟩≡ (105)
val exec_recipe : < caps; .. > ->

Shellenv.t ->

string list (* shell arguments (e.g., ["-e"]) *) ->

string list (* shell stdin lines (the recipe) *) ->

bool (* interactive *) ->

Proc.pid

⟨constant Scheduler.running 65b⟩≡ (103)
let running = Hashtbl.create 101

⟨function Scheduler.adjust_env 65c⟩≡ (103)
(* !modify by side effect job.env! *)

let adjust_env job =

let env = job.J.env in

(* less: should be all_target *)

Hashtbl.replace env.E.internal_vars "target" [job.J.main_target];

(* less: newprereqs *)

Hashtbl.replace env.E.internal_vars "prereq" job.J.all_prereqs;

job.J.rule.R.stem |> Option.iter (fun s ->

Hashtbl.replace env.E.internal_vars "stem" [s];

);

env

Uses Env.t.internal vars, Job.t.all prereqs 33a, Job.t.env 32e, Job.t.main target 32f, Job.t.rule 32e,
and Rules.rule exec.stem 31c.

⟨signature Env.shellenv_of_env 65d⟩≡ (95a)
val shellenv_of_env : t -> Shellenv.t

⟨function Scheduler.shprint 65e⟩≡ (103)
let shprint env s =

let s =

s |> Str.global_substitute (Str.regexp "\\$\\([a-zA-Z][a-zA-Z0-9_]*\\)")

(fun _wholestr ->

let var = Str.matched_group 1 s in

match () with

| _ when Hashtbl.mem env.E.internal_vars var ->

Hashtbl.find env.E.internal_vars var |> String.concat " "

| _ when Hashtbl.mem env.E.vars_we_set var ->

Hashtbl.find env.E.vars var |> String.concat " "

| _ -> Str.matched_string s

)
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in

Logs.app (fun m -> m "|%s|" s)

Uses Env.t.internal vars, Env.t.vars 28g, Env.t.vars we set, and Logs.app().

9.3 Executing Jobs: exec_recipe()

⟨type Shell.caps 66a⟩≡ (105 104c)
(* Need:

* - exec/fork/wait: obviously as we run a shell

* - env: for MKSHELL

* - tmp: for the :I: interactive feature and pipecmd

*)

type caps = < Cap.exec; Cap.fork; Cap.wait; Cap.env; Cap.tmp >

⟨function Shell.exec_recipe 66b⟩≡ (104c)
let exec_recipe (caps : < Cap.fork; Cap.exec; .. >) (shellenv : Shellenv.t) flags inputs (interactive : bool) : Proc.pid =

let pid = CapUnix.fork caps () in

(* children case *)

if pid = 0

then

⟨Shell.exec_recipe when children case, if interactive 82e⟩
else begin

let (pipe_read, pipe_write) = Unix.pipe () in

let pid2 = CapUnix.fork caps () in

(* child 1, the shell interpeter, the process with pid returned by execsh *)

if pid2 <> 0

then begin

Unix.dup2 pipe_read Unix.stdin;

Unix.close pipe_read;

Unix.close pipe_write;

exec_shell caps shellenv flags []

(* unreachable *)

(* child 2, feeding the shell with inputs through a pipe *)

end else begin

Unix.close pipe_read;

feed_shell_input inputs pipe_write;

(* nosemgrep: do-not-use-exit (dont want to require caps for this one) *)

exit 0;

end

end

(* parent case *)

else pid (* pid of child1 *)

Uses CapUnix.fork(), Shell.exec shell() 104c, and Shell.feed shell input().

⟨signature Shell.exec_shell 66c⟩≡ (105)
val exec_shell: <Cap.exec; Cap.env; ..> ->

Shellenv.t -> string list -> string list -> unit

⟨function Shell.feed_shell_input 66d⟩≡ (104c)
let feed_shell_input (inputs : string list) (pipe_write : Unix.file_descr) : unit =

inputs |> List.iter (fun str ->

let n = Unix.write pipe_write (Bytes.of_string str) 0 (String.length str) in

if n < 0
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then failwith "Could not write in pipe to shell";

let n = Unix.write pipe_write (Bytes.of_string "\n") 0 1 in

if n < 0

then failwith "Could not write in pipe to shell";

);

(* will flush *)

Unix.close pipe_write

9.4 Waiting for jobs to finish: waitup()

⟨function Scheduler.waitup 67a⟩≡ (103)
(* can call sched () hence the need for Shell.caps, not just Cap.wait *)

let waitup (caps : < Shell.caps; Cap.open_out; .. >) () =

let (pid, ret) =

try

CapUnix.wait caps ()

with Unix.Unix_error (error, str1, str2) ->

failwith (spf "%s: %s (%s)" str1 (Unix.error_message error) str2)

in

let job =

try Hashtbl.find running pid

with Not_found ->

raise

(Impossible (spf "wait returned unexpected process with pid %d" pid))

in

⟨Scheduler.waitup() possibly dump job 88g⟩
Hashtbl.remove running pid;

decr nrunning;

match ret with

⟨Scheduler.waitup() matching ret cases 67b⟩
Uses CapUnix.wait(), Common.spf(), Flags.dump jobs 88b, and Scheduler.running 65b.

⟨Scheduler.waitup() matching ret cases 67b⟩≡ (67a) 68b ▷
| Unix.WEXITED 0 ->

job.J.target_nodes |> List.iter (fun node ->

G.update node

);

(* similar code in run();

* I added the test on jobs size though.

*)

if !nrunning < nproclimit caps && Queue.length jobs > 0

then sched caps ()

Uses Graph.update() 67d, Scheduler.jobs 33b, Scheduler.nproclimit() 64b, Scheduler.nrunning 33d,
and Scheduler.sched() 103.

⟨signature Graph.update 67c⟩≡ (98c)
(* update time of node once the target node has been generated by a job *)

val update : node -> unit

⟨function Graph.update 67d⟩≡ (98d)
(* update graph once a node has been built *)

let update node =

node.state <- Made;

Logs.debug (fun m -> m "update(): node %s time=%s" node.name

(File.str_of_time node.time));

⟨Graph.update() if virtual node 81g⟩
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else begin

let oldtime = node.time in

node.time <- File.timeof (Fpath.v node.name);

⟨Graph.update() sanity check new node.time 68a⟩
end

Uses File.str of time() 32b, File.timeof() 32b, Graph.build state.Made 31f, Graph.node.name 30d, Graph.node.state 31e,
Graph.node.time 31d, and Logs.debug().

⟨Graph.update() sanity check new node.time 68a⟩≡ (67d)
(* todo: actually can happen for rule like

* x.tab.h: y.tab.h

* cmp -s x.tab.h y.tab.h || cp y.tab.h x.tab.h

* (see plan9/shell/rc/mkfile).

* In that case we should not failwith.

* Because it is a rare case, maybe we should have a special

* attribute for those rules, so not fail only when have this

* attribute

*)

if oldtime = node.time || node.time = None

then failwith (spf "recipe did not update %s, time =%s" node.name

(File.str_of_time node.time));

Uses Common.spf(), File.str of time() 32b, Graph.node.name 30d, and Graph.node.time 31d.

⟨Scheduler.waitup() matching ret cases 68b⟩+≡ (67a) ◁ 67b 68c ▷
| Unix.WEXITED n ->

⟨Scheduler.waitup() job exited with error code n, if Delete rule 81j⟩
failwith (spf "error in child process, exit status = %d" n)

⟨Scheduler.waitup() matching ret cases 68c⟩+≡ (67a) ◁ 68b
(* ocaml-light: Unix.WSIGNALED n | Unix.WSTOPPED n *)

| Unix.WSIGNALED n ->

failwith (spf "child process killed/stopped by signal = %d" n)

| Unix.WSTOPPED n ->

failwith (spf "child process killed/stopped by signal = %d" n)

Uses Common.spf().

9.5 Notes (signals) management
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Chapter 10

The Shell and its Environment

⟨type Shellenv.t 69a⟩≡ (104)
type t = (string * string list) list

10.1 Initializing the shell environment: initenv()

⟨signature Env.initenv 69b⟩≡ (95a)
(* Will read the OS environment variables (e.g., PATH, HOME, objtype).

* Need also Cap.argv to set MKFLAGS

*)

val initenv : < Cap.env ; Cap.argv; .. > -> t

⟨function Env.initenv 69c⟩≡ (95b)
(* less: could take the readenv function as a parameter? *)

let initenv (caps : < Cap.env; Cap.argv; .. >) =

let internals =

mk_vars |> List.map (fun k -> k,[]) |> Hashtbl_.of_list in

let vars =

Shellenv.read_environment caps |> List_.exclude (fun (s, _) ->

(* when you use mk recursively, the environment might contain

* a $stem from a parent mk process.

*)

Hashtbl.mem internals s

) |> Hashtbl_.of_list

in

(* for recursive mk *)

let mkflags =

CapSys.argv caps |> Array.fold_left (fun acc s ->

if s =~ "^-" || s=~ ".*=.*"

then s::acc

else acc

) []

in

Hashtbl.add vars "MKFLAGS" (List.rev mkflags);

(* less: extra checks and filtering on read_environment? *)

{ vars = vars;

internal_vars = internals;

vars_we_set = Hashtbl.create 101;

vars_commandline = Hashtbl.create 101;

}
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Uses CapSys.argv(), Common.=~(), Common.Hashtbl .of list(), Common.List .exclude(), Env.mk vars,
Env.t.internal vars, Env.t.vars 28g, Env.t.vars commandline 36c, Env.t.vars we set, and Shellenv.read environment().

⟨function Env.shellenv_of_env 70a⟩≡ (95b)
let shellenv_of_env (env : t) : Shellenv.t =

Hashtbl_.to_list env.internal_vars @

Hashtbl_.to_list env.vars

Uses Common.Hashtbl .to list(), Env.t.internal vars, and Env.t.vars 28g.

⟨signature Shellenv.read_environment 70b⟩≡ (104a)
val read_environment : < Cap.env ; .. > -> t

⟨function Shellenv.read_environment 70c⟩≡ (104b)
let read_environment (caps : < Cap.env; ..>) =

CapUnix.environment caps () |> Array.to_list |> List.map (fun s ->

if s =~ "\\([^=]+\\)=\\(.*\\)"

then

let (var, str) = Regexp.matched2 s in

var, Regexp.split "[ \t]+" str

else failwith (spf "wrong format for environment variable: %s" s)

)

Uses CapUnix.environment(), Common.=~(), Common.Regexp .matched2(), Common.Regexp .split(), and Common.spf().

10.2 Choice of shell and MKSHELL

⟨type Shell.t 70d⟩≡ (104c)
type t = {

path: Fpath.t;

name: string;

flags: string list;

(* environment word separator *)

iws: string;

debug_flags: unit -> string list;

(* less: in theory the escaping and quoting rules are different between

* shells, so this should be part of the interface.

*)

}

⟨constant Shell.sh 70e⟩≡ (104c)
let sh = {

path = Fpath.v "/bin/sh";

name = "sh";

flags = [];

iws = " ";

debug_flags = (fun () -> []);

}

Uses Shell.t.debug flags 70d, Shell.t.flags 70d, Shell.t.iws 70d, and Shell.t.name 70d.

⟨constant Shell.rc 70f⟩≡ (104c)
let rc = {

path = Fpath.v "/usr/bin/rc";

name = "rc";

flags = ["-I"]; (* non-interactive so does not display a prompt *)

iws = "\001";

debug_flags = (fun () -> (* if !Flags.verbose then ["-v"] else [] *) []);

}

Uses Shell.t.debug flags 70d, Shell.t.flags 70d, Shell.t.iws 70d, and Shell.t.name 70d.
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⟨function Shell.shell_from_env_opt 71a⟩≡ (104c)
(* old: this is a toplevel entity, so the code below is executed even

* before main, so you can not rely on the value in Flags as they have

* not been set yet.

* update: we now use capabilities so we could rely on Flags now

* less: could use lazy to avoid recompute each time

*)

let shell_from_env_opt (caps : < Cap.env; .. >) : t option =

try

Logs.info (fun m -> m "looking for $MKSHELL");

let path = CapSys.getenv caps "MKSHELL" in

match path with

| s when s =~ ".*/rc$" -> Some { rc with path = Fpath.v path }

| _ -> Some { sh with path = Fpath.v path }

with Not_found -> None

Uses CapSys.getenv(), Common.=~(), Shell.rc 104c, Shell.sh 104c, and Shell.t.path.

10.3 exec_shell()

⟨function Shell.exec_shell 71b⟩≡ (104c)
let exec_shell (caps : < Cap.exec; Cap.env; ..>) shellenv flags extra_params =

let shell = shell_from_env_opt caps ||| sh in

let env =

shellenv

(* bug: I exclude empty variables

* otherwise rc does strange things. Indeed, programs

* such as ocamlc get confused by empty variables

* used in shell commands such as ocamlc $FLAG where FLAG is empty.

* I get the problem also with mk-plan9port.

* Note however that there is no problem with mk-sh.byte, so

* this is an rc issue.

*)

|> List_.exclude (fun (_s, xs) -> xs = [])

|> List.map (fun (s, xs) -> spf "%s=%s" s (String.concat shell.iws xs))

in

let args = flags @ shell.flags @ shell.debug_flags() @extra_params in

let shell_path = !!(shell.path) in

Logs.info (fun m -> m "exec_shell: %s %s" shell_path (String.concat " " args));

(try

(* to debug pass instead "/usr/bin/strace"

(Array.of_list ("strace"::shell.path::args)) *)

CapUnix.execve caps

(* bugfix: need to pass shell.name too! otherwise the first elt

* in args (usually ’-e’) will be taken for the prog name and skipped

* by the shell (and mk will not stop at the first error)

*)

shell_path (Array.of_list (shell.name::args))

(Array.of_list env)

|> ignore;

with Unix.Unix_error (err, fm, argm) ->

if not (Sys.file_exists shell_path)

then failwith (spf "could not find shell %s" shell_path)

else failwith (spf "Could not execute a shell command: %s %s %s"

(Unix.error_message err) fm argm)

);

(* nosemgrep: do-not-use-exit (unreachable) *)

exit (-2)
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Uses CapUnix.execve(), Common.List .exclude(), Common.spf(), Fpath .Operators.!!(), Logs.info(),
Shell.t.debug flags 70d, Shell.t.flags 70d, Shell.t.iws 70d, Shell.t.name 70d, and Shell.t.path.
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Chapter 11

Debugging help for the mk User

11.1 Logging: mk -v

⟨CLI.main() debugging initializations 73a⟩≡ (34d) 85d ▷
let level = ref (Some Logs.Warning) in

⟨CLI.main() options elements 73b⟩+≡ (34d) ◁ 35b 73c ▷
(* TODO: move in a CLI_common.ml *)

"-v", Arg.Unit (fun () -> level := Some Logs.Info),

" verbose mode";

⟨CLI.main() options elements 73c⟩+≡ (34d) ◁ 73b 73e ▷
"-verbose", Arg.Unit (fun () -> level := Some Logs.Info),

" verbose mode";

Uses Flags.explain mode 73f.

⟨CLI.main() logging initializations 73d⟩≡ (34d)
Logs_.setup !level ();

Logs.info (fun m -> m "ran from %s" (Sys.getcwd ()));

⟨CLI.main() options elements 73e⟩+≡ (34d) ◁ 73c 73g ▷
"-quiet", Arg.Unit (fun () -> level := None),

" ";

Uses Flags.dry mode 74a.

11.2 Explain mode: mk -e

⟨constant Flags.explain_mode 73f⟩≡ (97c)
let explain_mode = ref false

⟨CLI.main() options elements 73g⟩+≡ (34d) ◁ 73e 74b ▷
"-e", Arg.Set Flags.explain_mode,

" explain mode";

Uses Flags.strict mode 74d.

⟨Outofdate.dorecipe() when compute all_prereqs if explain mode 73h⟩≡ (62c)
(* less: could do that instead in work when find out about

* an outofdate arc

*)

if !Flags.explain_mode && outofdate node arc

then Logs.info (fun m -> m "%s(%.1f) < %s(%.1f)"

node.G.name (opt0 node.G.time)

prereq.G.name (opt0 prereq.G.time));

Uses Flags.explain mode 73f, Graph.node.name 30d, Graph.node.time 31d, Logs.info(), Outofdate.opt0() 63,
and Outofdate.outofdate() 61c.

73



11.3 Dry mode: mk -n

⟨constant Flags.dry_mode 74a⟩≡ (97c)
let dry_mode = ref false

⟨CLI.main() options elements 74b⟩+≡ (34d) ◁ 73g 74e ▷
"-n", Arg.Set Flags.dry_mode,

" dry mode";

Uses Flags.debugger 85a.

⟨Scheduler.sched() if dry mode 74c⟩≡ (64c)
if !Flags.dry_mode

then job.J.target_nodes |> List.iter (fun node ->

node.G.time <- Some (Unix.time ());

node.G.state <- G.Made;

)

Uses Graph.build state.Made 31f, Graph.node.state 31e, and Graph.node.time 31d.

11.4 What-if mode: mk -wfile

11.5 Strict mode

⟨constant Flags.strict_mode 74d⟩≡ (97c)
let strict_mode = ref false

⟨CLI.main() options elements 74e⟩+≡ (34d) ◁ 74b 85b ▷
(* less: -a, etc *)

"-strict", Arg.Set Flags.strict_mode,

" strict mode";

⟨Env.add_var() forbid redefinition in strict mode 74f⟩≡ (29c)
(* stricter: forbid redefinitions.

* (bug: but ok to redefine variable from environment, otherwise

* hard to use mk recursively, hence the use of vars_we_set below)

* less: could allow to redefine in strict mode if previous

* def was empty.

*)

| _ when Hashtbl.mem env.vars s && Hashtbl.mem env.vars_we_set s

&& !Flags.strict_mode ->

raise (Redefinition s)

Uses Env.t.vars 28g, Env.t.vars we set, and Flags.strict mode 74d.

⟨exception Env.Redefinition 74g⟩≡ (95)
exception Redefinition of string

⟨Eval.eval_word() when Not_found exn thrown for var v 74h⟩≡ (51b)
(* stricter: mk does not complain *)

if !Flags.strict_mode

then begin

if !Flags.dump_env

then Env.dump_env env;

error loc (spf "variable not found ’%s’" v);

end;

Uses Common.spf(), Env.dump env(), Eval.error(), Flags.dump env 86i, and Flags.strict mode 74d.
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Chapter 12

Advanced Features

12.1 Shell-command expansion: ‘cmd‘

12.1.1 Parsing backquotes

⟨Ast.word_element cases 75a⟩≡ (27c)
(* stricter: backquotes are allowed only in word context, not at toplevel

* so no ‘echo ’<foo.c’‘ *)

(* ‘...‘ or ‘{...} (the string does not include the backquote or braces) *)

| Backquoted of string

⟨Parser extra tokens 75b⟩≡ (41a) 77b ▷
%token <string> TBackquoted

⟨Lexer.token() quoted string cases 75c⟩+≡ (40c) ◁ 43k
(* stricter: does not allow leading space *)

(* sh syntax *)

| "‘" { TBackquoted (backquote lexbuf) }

(* rc syntax *)

| "‘{" { TBackquoted (backquote2 lexbuf) }

⟨Lexer other rules 75d⟩≡ (40a)
⟨rule Lexer.backquote 75e⟩
⟨rule Lexer.backquote2 76a⟩

⟨rule Lexer.backquote 75e⟩≡ (75d)
(* sh syntax *)

and backquote = parse

| "‘" { "" }

| ’\\’ ’\n’ { incr Globals.line; " " ^ backquote lexbuf }

(* new: instead of "missing closing ’" *)

| ’\n’ { error "newline in backquoted string" }

| [^ ’\\’ ’\’’ ’‘’ ’\n’]+

{ let x = Lexing.lexeme lexbuf in x ^ backquote lexbuf }

(* bugfix: we want to preserve the quote here! *)

| "’" { let s = quote lexbuf in "’" ^ s ^ "’" ^ backquote lexbuf }

(* new: instead of "missing closing ‘" *)

| eof { error "end of file in backquoted string" }

| _ { error "missing closing ‘" }
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⟨rule Lexer.backquote2 76a⟩≡ (75d)
(* rc syntax *)

and backquote2 = parse

| "}" { "" }

| ’\\’ ’\n’ { incr Globals.line; " " ^ backquote2 lexbuf }

(* new: instead of "missing closing ’" *)

| ’\n’ { error "newline in backquoted string" }

| [^ ’\\’ ’\’’ ’}’ ’\n’]+

{ let x = Lexing.lexeme lexbuf in x ^ backquote2 lexbuf }

(* bugfix: we want to preserve the quote here! *)

| "’" { let s = quote lexbuf in "’" ^ s ^ "’" ^ backquote2 lexbuf }

(* new: instead of "missing closing ‘" *)

| eof { error "end of file in backquoted string" }

(* TODO: if use } below get weird ocamllex error *)

|_ { error "missing closing brace" }

⟨rule Parser.word_elem other cases 76b⟩≡ (47d) 79d ▷
| TBackquoted { Backquoted $1 }

12.1.2 Executing backquotes

⟨Eval.eval_word() match x other cases 76c⟩≡ (51b)
| A.Backquoted cmd ->

let shellenv = Env.shellenv_of_env env in

let s = Shell.exec_backquote caps shellenv cmd in

let ys = Str.split (Str.regexp "[ \t\n]+") s in

(match acc, xs with

| [], [] -> Left ys

(* stricter: *)

| _ -> error loc (spf "use of ‘%s‘ in scalar context" cmd)

)

Uses Common.spf(), Env.shellenv of env(), Eval.error(), and Shell.exec backquote().

⟨signature Shell.exec_backquote 76d⟩≡ (105)
val exec_backquote : < caps; .. > ->

Shellenv.t -> string (* sh stdin (recipe) *) -> string (* sh output *)

⟨function Shell.exec_backquote 76e⟩≡ (104c)
let exec_backquote (caps : < caps; ..>) (shellenv : Shellenv.t) (input : string) =

let (pipe_read_input, pipe_write_input) = Unix.pipe () in

let (pipe_read_output, pipe_write_output) = Unix.pipe () in

let pid = CapUnix.fork caps () in

(* child case *)

if pid = 0

then begin

Unix.dup2 pipe_read_input Unix.stdin;

Unix.dup2 pipe_write_output Unix.stdout;

Unix.close pipe_read_input;

Unix.close pipe_write_input;

Unix.close pipe_read_output;

Unix.close pipe_write_output;

exec_shell caps shellenv [] []

(* unreachable *)
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end else begin

(* parent case *)

Unix.close pipe_read_input;

Unix.close pipe_write_output;

feed_shell_input [input] pipe_write_input;

(* read the shell output through the other pipe *)

let buffer = Bytes.create 1024 in

let rec loop_read () =

let n = Unix.read pipe_read_output buffer 0 1024 in

match n with

| 0 -> ""

| _ when n < 0 ->

failwith "Could not read from pipe to shell";

| _ ->

let s = Bytes.sub_string buffer 0 n in

s ^ loop_read ()

in

let output = loop_read () in

CapUnix.waitpid caps [] pid |> ignore;

output

end

Uses CapUnix.fork(), Shell.exec shell() 104c, and Shell.feed shell input().

12.2 Dynamic mkfile: <|prog

⟨Ast.instr_kind cases 77a⟩≡ (28e)
(* the words can contain variables, ex: <|rc ../foo.rc $CONF

* less: we could also do PipeInclude of recipe I think *)

| PipeInclude of words

⟨Parser extra tokens 77b⟩+≡ (41a) ◁ 75b 78d ▷
%token <Ast.loc> TInfPipe

⟨Lexer.token() symbol cases 77c⟩+≡ (40c) ◁ 43f
| "<|" { TInfPipe (loc()) }

⟨rule Parser.instr other cases 77d⟩+≡ (46d) ◁ 46g 80c ▷
| TInfPipe words TNewline { [{instr = PipeInclude $2; loc = $1}] }

⟨Eval.eval() match instruction kind cases 77e⟩+≡ (48a) ◁ 49d
| A.PipeInclude ws ->

let res = eval_words caps loc env ws in

let recipe =

match res with

| Left xs -> String.concat " " xs

| Right _xs -> raise Todo

in

if recipe = ""

then failwith "missing include program name";

let shellenv = Env.shellenv_of_env env in

let tmpfile = Shell.exec_pipecmd caps shellenv recipe in

let xs = FS.with_open_in caps Parse.parse tmpfile in

(* TODO? delete tmpfile? *)

(* recurse *)

instrs xs

Uses Env.shellenv of env(), Eval.eval words(), Parse.parse() 39a, and Shell.exec pipecmd().
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⟨signature Shell.exec_pipecmd 78a⟩≡ (105)
val exec_pipecmd : < caps ; .. > ->

Shellenv.t -> string (* sh stdin (recipe) *) ->

Fpath.t (* tmpfile containing sh output *)

⟨function Shell.exec_pipecmd 78b⟩≡ (104c)
let exec_pipecmd (caps: < caps; .. >) (shellenv : Shellenv.t) (input : string) :

Fpath.t =

let tmpfile = Tmp.new_file caps "mk" "sh" in

let (pipe_read_input, pipe_write_input) = Unix.pipe () in

let pid = CapUnix.fork caps () in

(* child case *)

if pid = 0

then begin

Unix.dup2 pipe_read_input Unix.stdin;

Unix.close pipe_read_input;

Unix.close pipe_write_input;

let fd = Unix.openfile !!tmpfile [Unix.O_WRONLY] 0o640 in

Unix.dup2 fd Unix.stdout;

Unix.close fd;

exec_shell caps shellenv [] [];

(* unreachable *)

end else begin

(* parent case *)

Unix.close pipe_read_input;

feed_shell_input [input] pipe_write_input;

let (pid2, status) = CapUnix.waitpid caps [] pid in

if pid <> pid2

then raise (Impossible "waitpid takes the specific pid");

(match status with

| Unix.WEXITED 0 -> tmpfile

(* stricter: fail fast, no "warning: skipping missing program file: " *)

| _ -> failwith "bad include program status"

)

end

Uses CapUnix.fork(), Shell.exec shell() 104c, and Shell.feed shell input().

12.3 Substitution variables: $name:pattern=subst

12.3.1 Parsing substitutions

⟨Ast.var cases 78c⟩≡ (27d)
(* ${name:a%b=c%d} *)

| SubstVar of (string * word * word list)

Uses Ast.word 27b.

⟨Parser extra tokens 78d⟩+≡ (41a) ◁ 77b
%token <string> TVarColon

%token TCBrace
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⟨Lexer.token() variable cases 79a⟩+≡ (40c) ◁ 43j
(* important to eat ’:’ otherwise would trigger a AfterColon we don’t want *)

| ’$’ ’{’ (ident (*as s*)) ’:’

{

let s = Lexing.lexeme lexbuf in

(* this is to handle ’=’ inside ${} *)

save_state_outside_brace := !state_;

state_ := InBrace;

TVarColon (String.sub s 2 (String.length s - 3))

}

| ’}’

{ state_ := !save_state_outside_brace;

save_state_outside_brace := Start;

TCBrace

}

| ’$’ { error "missing variable name" }

⟨Lexer.state other cases 79b⟩+≡ (41d) ◁ 43g
(* except inside ${x:...=...} where we still want = to be TEq *)

| InBrace

⟨global Lexer.save_state__outside_brace 79c⟩≡ (40b)
(* A single var is enough since mk does not allow recursivity in braces

* as in ${x:%${y}x=%.c}. We do not need a stack.

* *)

let save_state_outside_brace = ref Start

⟨rule Parser.word_elem other cases 79d⟩+≡ (47d) ◁ 76b
| TVarColon word TEq words TCBrace { Var (SubstVar ($1, W $2, $4)) }

12.3.2 Executing substitutions

⟨Eval.eval_word() adjust ys for SubstVar case 79e⟩≡ (51b)
let ys =

match vkind with

| A.SimpleVar _ -> ys

| A.SubstVar (_, pattern, substs) ->

(* recurse! pattern can contain some variable *)

let pattern = eval_word caps loc env pattern in

let subst = substs |> List.map (eval_word caps loc env) in

(match pattern, subst with

| Right pattern, [Right subst] ->

ys |> List.map (fun s ->

Percent.match_and_subst pattern subst s

)

(* todo: ugly, should be more general, works only for

* subst like ${OPAM_LIBS:%=-I $OPAM/%}

*)

| Right pattern, [Right (P.P [P.PStr x]); Right subst] ->

ys |> List.map (fun s ->

[x;Percent.match_and_subst pattern subst s]

) |> List.flatten

(* stricter? what does mk?*)

| _ ->

Logs.debug (fun m -> m "subst = %s" (Dumper.dump subst));

error loc

"pattern or subst does not resolve to a single string"

)
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in

Uses Ast.var.SimpleVar 27d, Ast.var.SubstVar 78c, Dumper.dump(), Eval.error(), Eval.eval word() 51b, Logs.debug(),
Percent.match and subst() 80b, Percent.pattern.P 29h, and Percent.pattern elem.PStr 29i.

⟨signature Percent.match_and_subst 80a⟩≡ (101c)
(* print a warning if not match *)

val match_and_subst :

pattern (* pattern *) -> pattern (* subst *) -> string (* src *) -> string

⟨function Percent.match_and_subst 80b⟩≡ (101d)
let match_and_subst pat sub str =

match match_ pat str with

| Some stem -> subst sub stem

| None -> str

Uses Percent.match () 55c and Percent.subst() 56e.

12.4 Rule attributes

12.4.1 Parsing and propagating rule attributes

⟨rule Parser.instr other cases 80c⟩+≡ (46d) ◁ 77d
| words TColon TOther TColon words_opt TNewline recipe

{ [{instr = Rule { targets = $1; prereqs = $5;

attrs = attrs_of_string $2 $3;

recipe = $7;

};

loc = $2;

}]

}

⟨function Parser.attrs_of_string 80d⟩≡ (44d)
let attrs_of_string loc s =

s |> Common2.list_of_string |> List.map (function

| ’Q’ -> Quiet

| ’V’ -> Virtual

| ’D’ -> Delete

| ’I’ -> Interactive

| (’N’ | ’R’ | ’n’) as c -> NotHandled c

| c -> error_loc loc (spf "unknown attribute: %c" c)

)

⟨Graph.build_graph() propagate attributes on the graph root 80e⟩≡ (53a)
propagate_attributes root;

Uses Graph.propagate attributes() 80f.

⟨function Graph.propagate_attributes 80f⟩≡ (98d)
let rec propagate_attributes node =

node.arcs |> List.iter (fun arc ->

arc.rule.R.attrs2 |> Set.iter (function

| A.Virtual ->

node.is_virtual <- true;

(* maybe there was a file with the name of the virtual target

* in the directory, but we do not want its time

*)

node.time <- None;

| _ -> ()

);
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arc.dest |> Option.iter propagate_attributes

)

Uses Ast.rule attribute.Virtual 81e, Graph.arc.dest 30e, Graph.arc.rule 31a, Graph.node.arcs 30d,
Graph.node.is virtual 81f, Graph.node.time 31d, Graph.propagate attributes() 80f, Rules.rule exec.attrs2 81d,
and Set .iter().

⟨Ast.rule other fields 81a⟩≡ (28a)
attrs: rule_attribute list;

Uses Ast.rule attribute 81b.

⟨type Ast.rule_attribute 81b⟩≡ (92a)
and rule_attribute =

⟨Ast.rule_attribute cases 81e⟩
| NotHandled of char

⟨Rules.rule other fields 81c⟩≡ (30b)
attrs: Ast.rule_attribute Set_.t;

Uses Ast.rule attribute 81b and Set .t.

⟨Rules.rule_exec other fields 81d⟩+≡ (31b) ◁ 54b
attrs2: Ast.rule_attribute Set_.t;

Uses Ast.rule attribute 81b and Set .t.

12.4.2 Virtual target: :V:

⟨Ast.rule_attribute cases 81e⟩≡ (81b) 81i ▷
| Virtual

⟨Graph.node other fields 81f⟩+≡ (30d) ◁ 59c
mutable is_virtual: bool;

⟨Graph.update() if virtual node 81g⟩≡ (67d)
if node.is_virtual

then begin

node.time <- Some 1.0;

(* less: take max time of prereqs, need that? *)

end

Uses Graph.node.is virtual 81f and Graph.node.time 31d.

⟨Outofdate.dorecipe() when no arcs with a recipe, if virtual node 81h⟩≡ (61d)
if node.G.is_virtual

then G.update node

Uses Graph.node.is virtual 81f and Graph.update() 67d.

12.4.3 Deleting a target when the recipe returns an error: :D:

⟨Ast.rule_attribute cases 81i⟩+≡ (81b) ◁ 81e 82a ▷
| Delete

⟨Scheduler.waitup() job exited with error code n, if Delete rule 81j⟩≡ (68b)
(* less: call shprint *)

if Set.mem Ast.Delete job.J.rule.R.attrs2

then

job.J.rule.R.all_targets |> List.iter (fun f ->

if Sys.file_exists f

then begin

Logs.info (fun m -> m "deleting %s" f);

FS.remove caps (Fpath.v f)

end

);

Uses Common.spf(), Job.t.rule 32e, Logs.info(), and Rules.rule exec.all targets 54b.
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12.4.4 Not printing the recipe (quiet mode): :Q:

⟨Ast.rule_attribute cases 82a⟩+≡ (81b) ◁ 81i 82c ▷
| Quiet

⟨Scheduler.sched() guard to display the recipe 82b⟩≡ (64c)
if not (Set.mem Ast.Quiet rule.R.attrs2)

Uses Scheduler.shprint() 103.

12.4.5 Running a shell script without -e: :E:

12.4.6 Disabling the no-recipe warning: :N:

12.4.7 Forbidding metarules to match virtual targets: :n:

12.4.8 Interactive recipe: :I:

⟨Ast.rule_attribute cases 82c⟩+≡ (81b) ◁ 82a
| Interactive (* pad: I added this one *)

⟨Scheduler.sched() let interactive 82d⟩≡ (64c)
let interactive = Set.mem Ast.Interactive rule.R.attrs2 in

⟨Shell.exec_recipe when children case, if interactive 82e⟩≡ (66b)
(* pad: I added this feature so mk can call interactive program

* such as syncweb. Otherwise stdin is used to feed the shell

* and so any program called from the shell will not have any stdin

*)

if interactive

then begin

Tmp.with_new_file caps "mk" "sh" (fun tmpfile ->

(try

(* nosemgrep: use-caps *)

let chan = open_out !!tmpfile in

inputs |> List.iter (fun s ->

output_string chan s;

output_string chan "\n"

);

close_out chan

with Sys_error s ->

failwith (spf "Could not create temporary file (error = %s)" s)

);

exec_shell caps shellenv flags [!!tmpfile]

)

(* unreachable *)

end

Uses Common.spf() and Shell.exec shell() 104c.
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12.5 Variable attributes

12.5.1 Private variables: =U=

12.6 Advanced mk variables

12.6.1 $target versus $alltargets

12.6.2 $prereq versus $newprereq

12.6.3 $NREP

12.6.4 $pid

12.6.5 $nproc

12.7 Optimizations

12.7.1 Time cache

12.7.2 Bulk time optimisation

12.8 Recompiling everything: mk -a

12.9 Recursive mk

12.10 mk -k
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Chapter 13

Conclusion
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Appendix A

Debugging for the mk Developer

⟨constant Flags.debugger 85a⟩≡ (97c)
let debugger = ref false

⟨CLI.main() options elements 85b⟩+≡ (34d) ◁ 74e 85e ▷
"-debugger", Arg.Set Flags.debugger,

" ";

Uses Logs.level.Debug.

⟨CLI.build_targets() if debugger set 85c⟩≡ (36e)
(* ???

if !Flags.debugger then begin

CapSys.chdir caps (Filename.dirname !!infile);

Env.add_var env "objtype" ["386"]

end;

*)

Uses Parse.parse() 39a.

A.1 Exception backtraces

⟨CLI.main() debugging initializations 85d⟩+≡ (34d) ◁ 73a 88i ▷
let backtrace = ref false in

⟨CLI.main() options elements 85e⟩+≡ (34d) ◁ 85b 86a ▷
"-backtrace", Arg.Set backtrace,

" dump the backtrace after an error";

⟨CLI.main() when exn thrown in build_targets() 85f⟩≡ (34d)
if !backtrace || !Flags.debugger

then raise exn

else

(match exn with

⟨CLI.main() when Failure exn thrown in build_targets() 35e⟩
| _ -> raise exn

)
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A.2 Tracing function calls: mk -debug

⟨CLI.main() options elements 86a⟩+≡ (34d) ◁ 85e 86c ▷
"-debug", Arg.Unit (fun () ->

level := Some Logs.Debug;

Flags.explain_mode := true;

),

" trace the main functions";

Uses Flags.dump ast 86e and Flags.dump tokens 86b.

A.3 Dumpers

A.3.1 Dumping tokens: mk -dump_tokens

⟨constant Flags.dump_tokens 86b⟩≡ (97c)
let dump_tokens = ref false

⟨CLI.main() options elements 86c⟩+≡ (34d) ◁ 86a 86f ▷
"-dump_tokens", Arg.Set Flags.dump_tokens,

" dump the tokens as they are generated";

Uses Flags.dump env 86i.

⟨Parse.parse() lexfunc() possibly dump the token 86d⟩≡ (42c)
if !Flags.dump_tokens

then Logs.app (fun m -> m "%s" (Dumper.dump tok));

A.3.2 Dumping the AST: mk -dump_ast

⟨constant Flags.dump_ast 86e⟩≡ (97c)
let dump_ast = ref false

⟨CLI.main() options elements 86f⟩+≡ (34d) ◁ 86c 86j ▷
"-dump_ast", Arg.Set Flags.dump_ast,

" dump the parsed AST";

Uses Flags.dump graph 87d.

⟨CLI.build_targets() possibly dump the AST 86g⟩≡ (36e)
if !Flags.dump_ast

then Ast.dump_ast instrs;

Uses Eval.eval().

⟨function Ast.dump_ast 86h⟩≡ (92a)
let dump_ast instrs =

Logs.app (fun m -> m "AST = %s" (show_instrs instrs))

Uses Ast.show instrs() 92a and Logs.app().

A.3.3 Dumping the environment: mk -dump_env

⟨constant Flags.dump_env 86i⟩≡ (97c)
let dump_env = ref false

⟨CLI.main() options elements 86j⟩+≡ (34d) ◁ 86f 87e ▷
"-dump_env", Arg.Set Flags.dump_env,

" dump the environment";

Uses Flags.dump jobs 88b.
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⟨signature Env.dump_env 87a⟩≡ (95a)
val dump_env : t -> unit

⟨CLI.build_targets() possibly dump the environment 87b⟩≡ (36e)
if !Flags.dump_env

then Env.dump_env env;

⟨function Env.dump_env 87c⟩≡ (95b)
let dump_env env =

Logs.debug (fun m -> m "Dump_env:");

env.vars |> Hashtbl.iter (fun k v ->

Logs.debug (fun m -> m " %s -> %s" k (Dumper.dump v));

)

Uses Dumper.dump(), Env.t.vars 28g, and Logs.debug().

A.3.4 Dumping the graph: mk -dump_graph

⟨constant Flags.dump_graph 87d⟩≡ (97c)
let dump_graph = ref false

⟨CLI.main() options elements 87e⟩+≡ (34d) ◁ 86j 88c ▷
"-dump_graph", Arg.Set Flags.dump_graph,

" dump the generated graph (in graphviz dot format)";

⟨CLI.build_target() possibly dump the graph 87f⟩≡ (37b)
(* could do that after the checks *)

if !Flags.dump_graph

then Graph.dump_graph root;

⟨signature Graph.dump_graph 87g⟩≡ (98c)
(* output graphviz dot file *)

val dump_graph : t -> unit

⟨function Graph.dump_graph 87h⟩≡ (98d)
let dump_graph node =

let pr s =

print_string (s ^ "\n")

in

pr "digraph misc {";

pr "size = \"10,10\";" ;

let hdone = Hashtbl.create 101 in

let rec aux node1 =

if Hashtbl.mem hdone node1.name

then ()

else begin

Hashtbl.add hdone node1.name true;

node1.arcs |> List.iter (fun arc ->

match arc.dest with

| None -> pr (spf "\"%s\" -> \"<NOTHING>\"; # %s"

node1.name (loc_of_arc arc))

| Some node2 ->

pr (spf "\"%s\" -> \"%s\"; # %s"

node1.name node2.name (loc_of_arc arc));

(* recurse *)

aux node2

)

end

in

aux node;

pr "}";

()

Uses Common.spf(), Graph.arc.dest 30e, Graph.loc of arc() 88a, Graph.node.arcs 30d, and Graph.node.name 30d.
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⟨function Graph.loc_of_arc 88a⟩≡ (98d)
let loc_of_arc arc =

let loc = arc.rule.R.loc2 in

spf "(%s:%d)" !!(loc.Ast.file) loc.Ast.line

Uses Ast.loc.file 28f, Ast.loc.line 28f, Common.spf(), Fpath .Operators.!!(), Graph.arc.rule 31a,
and Rules.rule exec.loc2 31b.

A.3.5 Tracing jobs: mk -dump_jobs

⟨constant Flags.dump_jobs 88b⟩≡ (97c)
let dump_jobs = ref false

⟨CLI.main() options elements 88c⟩+≡ (34d) ◁ 87e 88j ▷
"-dump_jobs", Arg.Set Flags.dump_jobs,

" ";

⟨Scheduler.run possibly dump the job 88d⟩≡ (64a)
if !Flags.dump_jobs

then dump_job "run: " job None;

Uses Scheduler.nproclimit() 64b and Scheduler.nrunning 33d.

⟨Scheduler.sched() possibly dump job 88e⟩≡ (64c)
if !Flags.dump_jobs

then dump_job "sched1: firing up " job None;

Uses Job.t.rule 32e.

⟨Scheduler.sched() possibly dump job after exec_recipe 88f⟩≡ (64c)
if !Flags.dump_jobs

then dump_job "sched2: " job (Some pid);

Uses Scheduler.running 65b.

⟨Scheduler.waitup() possibly dump job 88g⟩≡ (67a)
if !Flags.dump_jobs

then dump_job "waitup: " job (Some pid);

Uses Scheduler.running 65b.

⟨function Scheduler.dump_job 88h⟩≡ (103)
let dump_job func job pidopt =

Logs.debug (fun m -> m "(%d): %s pid = %d; targets = %s"

(Unix.getpid())

func

(match pidopt with Some pid -> pid | None -> 0)

(job.J.target_nodes |> List.map (fun node -> node.G.name)

|> String.concat " "))

Uses Graph.node.name 30d and Job.t.target nodes 32e.

A.4 CLI Actions

⟨CLI.main() debugging initializations 88i⟩+≡ (34d) ◁ 85d
let action = ref "" in

⟨CLI.main() options elements 88j⟩+≡ (34d) ◁ 88c 88k ▷
(* pad: I added that *)

"-test_parser", Arg.Unit (fun () -> action := "-test_parser"), " ";

⟨CLI.main() options elements 88k⟩+≡ (34d) ◁ 88j
"-test_eval", Arg.Unit (fun () -> action := "-test_eval"), " ";
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⟨CLI.main() CLI action processing 89a⟩≡ (34d)
(* to test and debug components of mk *)

if !action <> "" then begin

do_action caps !action (List.rev !targets);

raise (Exit.ExitCode 0)

end;

Uses CLI.do action() 93.

⟨function CLI.do_action 89b⟩≡ (93)
(* to test the different mk components *)

let do_action caps s xs =

match s with

| "-test_parser" ->

xs |> List.iter (fun file ->

Logs.info (fun m -> m "processing %s" file);

let instrs = FS.with_open_in caps Parse.parse (Fpath.v file) in

Console.print caps (spf "%s" (Ast.show_instrs instrs))

)

| "-test_eval" ->

xs |> List.iter (fun file ->

Logs.info (fun m -> m "processing %s" file);

let env = Env.initenv caps in

let instrs = FS.with_open_in caps Parse.parse (Fpath.v file) in

let _rules, env = Eval.eval caps env (ref []) instrs in

Env.dump_env env;

()

)

| _ -> failwith ("action not supported: " ^ s)

Uses Ast.show instrs() 92a, Common.spf(), Console.print(), Env.dump env(), Env.initenv() 69c, Eval.eval(),
Logs.info(), and Parse.parse() 39a.
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Appendix B

Profiling

90



Appendix C

Examples of mkfiles

C.1 The mkfile of mk

C.2 The mkfiles of Plan 9
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Appendix D

Extra Code

D.1 Ast.ml

⟨mk/Ast.ml 92a⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

⟨type Ast.word 27b⟩
⟨type Ast.word_element 27c⟩

⟨type Ast.var 27d⟩
[@@deriving show {with_path = false}]

⟨type Ast.words 27a⟩
[@@deriving show]

⟨type Ast.recipe 28b⟩
[@@deriving show {with_path = false}]

⟨type Ast.rule 28a⟩
⟨type Ast.rule_attribute 81b⟩
[@@deriving show {with_path = false}]

⟨type Ast.loc 28f⟩
[@@deriving show {with_path = false}]

⟨type Ast.instr 28d⟩
⟨type Ast.instr_kind 28e⟩
[@@deriving show {with_path = false}]

(* for boostrap-mk.sh and ocaml-light to work without deriving *)

let show_instrs _ = "NO DERIVING"

[@@warning "-32"]

⟨type Ast.instrs 28c⟩
[@@deriving show]

⟨function Ast.dump_ast 86h⟩

D.2 CLI.mli

⟨CLI.mli 92b⟩≡

⟨type CLI.caps 34a⟩
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⟨signature CLI.main 34b⟩

⟨signature CLI.build_target 35d⟩
⟨signature CLI.build_targets 35c⟩

D.3 CLI.ml

⟨mk/CLI.ml 93⟩≡
(* Copyright 2016, 2018, 2024, 2025 Yoann Padioleau, see copyright.txt *)

open Common

open Fpath_.Operators

open Regexp.Operators

module G = Graph

module R = Rules

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(* An OCaml port of mk, the Plan 9 build system.

*

* Main limitations compared to mk:

* - no regexp rules

* (not worth it, ’%’ are good enough)

* - no special handling for archives

* (fast enough nowadays to recreate full archives from scratch)

* - no :P:

* (it is barely documented anyway, and you can do without)

* - no private variables

* (I never saw mkfiles using it, and it complicates the parsing of ’=’)

* - no &

* (rarely found used, ’%’ is enough again)

* - only one -f is supported, not an array of up to 256 mkfiles

* (who uses that? maybe to have mk -f varfile -f mkfile)

* - no sequential vs parallel mode, and no parallel for multi targets

* (most of the time you give just one target anyway)

* - disallow :=<% in more context

* (confusing for reader anyway, I prefer to force the user to quote)

* - disallow dynamic assignements like X=B ... $X=1

* (harder to read, who uses that?)

* - disallow dynamic patterns like X=%.o $X: %.c

* (harder to read)

* - disallow backquote outside word context (e.g., at the toplevel)

* so you can not do ‘echo <foo.txt‘

* (harder to read and never used I think)

* - no opti like missing intermediate (mk -i)

* (I barely understand the algorithm anyway)

* - no unicode support

*

* Improvements (IMHO):

* - a strict mode where we forbid to redefine variables, use of undefined

* variables

* - forbid to use list variables in a scalar context (error prone I think)

* - a new Interactive attribute :I: so one can call interactive program

* in a recipe (e.g., syncweb)

* - use of MKSHELL to configure which shell to use

* (original mk was doing that but only if MKSHELL was set in an mkfile)
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* - simplifications by not supporting the features mentioned above

* - be more relaxing on date (or TODO use nanosec); if equal time then ok

* (modern machines can generate the .o and a.out in the same second)

* - generate error when no mkfile

* - TODO warn at least when we think shprint might be wrong

* - better error when found cycle, show full trace!

* - TODO better error message when error in recipe, right now

* I get the error at the beginning and a trailing of regular shprint

* (but more Plan 9’s style, so at least dont print the rest? or print

* also message at the end that something went wrong)

* - TODO a luisa mode, more synthetic, just DONE

* - TODO: like in buck, show all processors and IDLE or active (GUI?)

*

* Internal improvements (IMHO):

* - different approach to parsing. Separate more clearly lexing, parsing,

* and evaluating, so avoid duplicate work like handling quoted characters

* or percent at many places.

* - less use of globals, pass them around

*

* todo:

* - look at source code of omake? and mk-in-go?

* - store all output of children process and output only

* command that generates error! luisa will be happier :) no more long

* command line scrolling

* (and no interleaving of command output far away from originator,

* as in ninja)

* - output only a short version of the command instead of full shprint

* like ocamlc ... foo.ml (as in Linux Makefiles and ninja),

* or foo.cmo <- foo.ml, foo.byte <- foo.cmo bar.cmo ...

* - some flags (-a, etc)

* - improve speed:

* * -u

* * use nproc for environment

* * profile mk.byte

* - a -profile, a la pad, so see times in parsing, in graph exploration,

* etc.

* - a -dump and -restart, as in emacs -dump and undump(), see the comments in

* https://news.ycombinator.com/item?id=13073566

* - we could reduce a bit the size of the code by reusing cpp!

* #include is equivalent of <, #define is equivalent of variable definition

* but for variable we would still need the dynamic binding of

* $target, $prereq, so maybe not good to provide an extra and different

* #define mechanism and syntax for using variables/constants.

*)

(*****************************************************************************)

(* Types, constants, and globals *)

(*****************************************************************************)

⟨type CLI.caps 34a⟩

⟨constant CLI.usage 35a⟩

(*****************************************************************************)

(* Testing *)

(*****************************************************************************)

⟨function CLI.do_action 89b⟩

(*****************************************************************************)
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(* Main algorithm *)

(*****************************************************************************)

⟨function CLI.build_target 37b⟩
[@@profiling]

⟨function CLI.build_targets 36e⟩
[@@profiling]

(*****************************************************************************)

(* Entry point *)

(*****************************************************************************)

⟨function CLI.main 34d⟩
Uses Graph.build graph() 53a.

D.4 Env.mli

⟨Env.mli 95a⟩≡
open Common

⟨type Env.values 29a⟩

⟨type Env.t 28g⟩

⟨exception Env.Redefinition 74g⟩

⟨signature Env.add_var 29b⟩

⟨signature Env.initenv 69b⟩
⟨signature Env.shellenv_of_env 65d⟩

(* internals *)

⟨signature Env.check_values 29d⟩
⟨signature Env.dump_env 87a⟩

D.5 Env.ml

⟨mk/Env.ml 95b⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

open Regexp.Operators

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(*****************************************************************************)

(* Types *)

(*****************************************************************************)

⟨type Env.values 29a⟩

⟨type Env.t 28g⟩

⟨constant Env.mk_vars 29g⟩
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⟨function Env.check_values 29e⟩

⟨exception Env.Redefinition 74g⟩
⟨function Env.add_var 29c⟩

(*****************************************************************************)

(* Debug *)

(*****************************************************************************)

⟨function Env.dump_env 87c⟩

(*****************************************************************************)

(* Functions *)

(*****************************************************************************)

⟨function Env.initenv 69c⟩

⟨function Env.shellenv_of_env 70a⟩

D.6 Eval.mli

⟨Eval.mli 96a⟩≡
⟨signature Eval.eval 37a⟩

(* internals *)

⟨signature Eval.eval_words 49a⟩

D.7 Eval.ml

⟨mk/Eval.ml 96b⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

open Either

open Fpath_.Operators

module Str = Re_str

module A = Ast

module E = Env

module R = Rules

module P = Percent

module Set = Set_

open Rules (* for the fields *)

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(*****************************************************************************)

(* Error management *)

(*****************************************************************************)

⟨function Eval.error 48b⟩

⟨function Eval.warning 48c⟩
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(*****************************************************************************)

(* Helpers *)

(*****************************************************************************)

⟨function Eval.eval_word 51b⟩

⟨function Eval.eval_words 50e⟩

(*****************************************************************************)

(* Entry point *)

(*****************************************************************************)

⟨function Eval.eval 48a⟩

D.8 File.mli

⟨File.mli 97a⟩≡
⟨signature File.timeof 32a⟩

⟨signature File.str_of_time 32c⟩

D.9 File.ml

⟨mk/File.ml 97b⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

open Fpath_.Operators

(* could be moved in graph.ml *)

⟨function File.timeof 32b⟩

⟨function File.str_of_time 32d⟩

D.10 Flags.ml

⟨mk/Flags.ml 97c⟩≡
⟨constant Flags.dry_mode 74a⟩

(* TODO? just use Logs.info for those? *)

⟨constant Flags.explain_mode 73f⟩

(* pad: I added this one *)

⟨constant Flags.strict_mode 74d⟩

⟨constant Flags.dump_tokens 86b⟩
⟨constant Flags.dump_ast 86e⟩
⟨constant Flags.dump_env 86i⟩
⟨constant Flags.dump_graph 87d⟩
⟨constant Flags.dump_jobs 88b⟩

⟨constant Flags.debugger 85a⟩
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D.11 Globals.ml

⟨mk/Globals.ml 98a⟩≡

(* Mostly used by lexer but also by parser, and by error management code.

* We can not define it in the lexer because of a mutual dependency issue.

* We can not define it in the parser because it’s not exported in the .mli.

*)

⟨constant Globals.line 39c⟩
⟨constant Globals.file 39b⟩

D.12 Graph.mli

⟨signature Graph.hnodes 98b⟩≡ (98c)
val hnodes : (string, node) Hashtbl.t

⟨Graph.mli 98c⟩≡
⟨type Graph.node 30d⟩

⟨type Graph.arc 30e⟩
⟨type Graph.build_state 31f⟩

⟨type Graph.t 31g⟩

⟨signature Graph.hnodes 98b⟩

⟨signature Graph.build_graph 37c⟩

⟨signature Graph.update 67c⟩

(* internals *)

⟨signature Graph.check_cycle 56g⟩

⟨signature Graph.check_ambiguous 57c⟩

⟨signature Graph.dump_graph 87g⟩

D.13 Graph.ml

⟨mk/Graph.ml 98d⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

open Fpath_.Operators

module A = Ast

module R = Rules

module Set = Set_

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(*****************************************************************************)
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(* Types *)

(*****************************************************************************)

⟨type Graph.node 30d⟩
⟨type Graph.arc 30e⟩
⟨type Graph.build_state 31f⟩

⟨type Graph.t 31g⟩

⟨constant Graph.hnodes 31h⟩

(*****************************************************************************)

(* Helpers *)

(*****************************************************************************)

⟨function Graph.new_node 31i⟩

⟨function Graph.rule_exec 54a⟩
⟨function Graph.rule_exec_meta 55a⟩

(*****************************************************************************)

(* Main algorithm *)

(*****************************************************************************)

⟨function Graph.apply_rules 53b⟩

(*****************************************************************************)

(* Checks *)

(*****************************************************************************)

⟨function Graph.error_cycle 57b⟩
⟨function Graph.check_cycle 57a⟩

⟨function Graph.error_ambiguous 58b⟩
⟨function Graph.check_ambiguous 57d⟩

(*****************************************************************************)

(* Adjustments *)

(*****************************************************************************)

⟨function Graph.propagate_attributes 80f⟩

⟨function Graph.vacuous 59e⟩

(*****************************************************************************)

(* Debug *)

(*****************************************************************************)

⟨function Graph.loc_of_arc 88a⟩

⟨function Graph.dump_graph 87h⟩

(*****************************************************************************)

(* Entry point *)

(*****************************************************************************)

⟨function Graph.build_graph 53a⟩

⟨function Graph.update 67d⟩
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D.14 Job.ml

⟨mk/Job.ml 100a⟩≡

⟨type Job.t 32e⟩

D.15 Lexer.mli

⟨Lexer.mli 100b⟩≡

⟨type Lexer.state 41d⟩
⟨signature Lexer.state_ 42a⟩

⟨signature Lexer.token 42d⟩
⟨signature Lexer.recipe 42e⟩

D.16 Lexer.mll

D.17 Main.ml

⟨mk/Main.ml 100c⟩≡
(* Copyright 2016, 2018, 2024, 2025 Yoann Padioleau, see copyright.txt *)

open Xix_mk

(*****************************************************************************)

(* Entry point *)

(*****************************************************************************)

⟨toplevel Main._1 34c⟩

D.18 Outofdate.mli

⟨Outofdate.mli 100d⟩≡
⟨signature Outofdate.work 37d⟩

D.19 Outofdate.ml

⟨mk/Outofdate.ml 100e⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

module G = Graph

module R = Rules

module J = Job

open Job (* for the fields *)

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(*****************************************************************************)
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(* Helpers *)

(*****************************************************************************)

⟨function Outofdate.outofdate 61c⟩

⟨function Outofdate.opt0 63⟩

⟨function Outofdate.dorecipe 61d⟩

(*****************************************************************************)

(* Entry point *)

(*****************************************************************************)

⟨function Outofdate.work 60a⟩

D.20 Parse.mli

⟨Parse.mli 101a⟩≡
⟨signature Parse.parse 36f⟩

D.21 Parse.ml

⟨mk/Parse.ml 101b⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

⟨function Parse.parse 39a⟩

D.22 Parser.mly

D.23 Percent.mli

⟨Percent.mli 101c⟩≡
⟨type Percent.pattern 29h⟩
⟨type Percent.pattern_elem 29i⟩

⟨exception Percent.TooManyPercents 56c⟩
⟨exception Percent.PercentNotFound 56a⟩

⟨signature Percent.match_ 55b⟩
⟨signature Percent.subst 56d⟩

⟨signature Percent.match_and_subst 80a⟩

(* internals *)

⟨signature Percent.check_pattern 29j⟩

D.24 Percent.ml

⟨mk/Percent.ml 101d⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)
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open Common

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(* A poor’s man regexp system.

*

* alt: could reuse Str and just have a regexp_of_word that

* transform a word pattern containing % in a regular regexp.

*)

(*****************************************************************************)

(* Types *)

(*****************************************************************************)

⟨type Percent.pattern 29h⟩
⟨type Percent.pattern_elem 29i⟩

⟨function Percent.check_pattern 30a⟩

(*****************************************************************************)

(* Helpers *)

(*****************************************************************************)

⟨exception Percent.TooManyPercents 56c⟩
⟨exception Percent.PercentNotFound 56a⟩

⟨function Percent.string_after_percent 56b⟩

(*****************************************************************************)

(* Entry points *)

(*****************************************************************************)

⟨function Percent.match_ 55c⟩

⟨function Percent.subst 56e⟩

⟨function Percent.match_and_subst 80b⟩

D.25 Rules.ml

⟨mk/Rules.ml 102a⟩≡

⟨type Rules.rule 30b⟩

⟨type Rules.rules 30c⟩

⟨type Rules.rule_exec 31b⟩

⟨function Rules.has_recipe 58a⟩
⟨function Rules.is_meta 58f⟩

D.26 Scheduler.mli

⟨Scheduler.mli 102b⟩≡
⟨signature Scheduler.nrunning 33c⟩
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⟨signature Scheduler.run 62a⟩
⟨signature Scheduler.waitup 38a⟩

D.27 Scheduler.ml

⟨mk/Scheduler.ml 103⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

module J = Job

module G = Graph

module R = Rules

module E = Env

module Set = Set_

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(*****************************************************************************)

(* Globals *)

(*****************************************************************************)

⟨constant Scheduler.running 65b⟩
⟨constant Scheduler.nrunning 33d⟩

⟨function Scheduler.nproclimit 64b⟩

⟨constant Scheduler.jobs 33b⟩

(*****************************************************************************)

(* Helpers *)

(*****************************************************************************)

⟨function Scheduler.adjust_env 65c⟩

module Str = Re_str

⟨function Scheduler.shprint 65e⟩

(*****************************************************************************)

(* Debug *)

(*****************************************************************************)

⟨function Scheduler.dump_job 88h⟩
(*

let rule = job.J.rule in

; recipe = ’%s’; stem = %s

(match rule.R.recipe2 with

| None -> ""

| Some (Ast.R xs) ->String.concat "\\n" xs

)

(match rule.R.stem with

| None -> ""

| Some s -> s

)

103



*)

(*****************************************************************************)

(* Main algorithms *)

(*****************************************************************************)

⟨function Scheduler.sched 64c⟩

(*****************************************************************************)

(* Entry points *)

(*****************************************************************************)

⟨function Scheduler.run 64a⟩

⟨function Scheduler.waitup 67a⟩

D.28 Shellenv.mli

⟨Shellenv.mli 104a⟩≡
⟨type Shellenv.t 69a⟩

⟨signature Shellenv.read_environment 70b⟩

D.29 Shellenv.ml

⟨mk/Shellenv.ml 104b⟩≡
(* Copyright 2016 Yoann Padioleau, see copyright.txt *)

open Common

open Regexp.Operators

⟨type Shellenv.t 69a⟩

⟨function Shellenv.read_environment 70c⟩

D.30 Shell.ml

⟨mk/Shell.ml 104c⟩≡
(* Copyright 2016, 2018 Yoann Padioleau, see copyright.txt *)

open Common

open Fpath_.Operators

open Regexp.Operators

(*****************************************************************************)

(* Prelude *)

(*****************************************************************************)

(*****************************************************************************)

(* Types and constants *)

(*****************************************************************************)

⟨type Shell.caps 66a⟩

⟨type Shell.t 70d⟩
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⟨constant Shell.sh 70e⟩

(* Should we pass -e too here to abort if error inside? This is done in

* Scheduler.ml instead when executing recipe (but not for backquote processing)

*)

⟨constant Shell.rc 70f⟩

⟨function Shell.shell_from_env_opt 71a⟩

(*****************************************************************************)

(* Helpers *)

(*****************************************************************************)

⟨function Shell.exec_shell 71b⟩

⟨function Shell.feed_shell_input 66d⟩

(*****************************************************************************)

(* Entry points *)

(*****************************************************************************)

⟨function Shell.exec_recipe 66b⟩

⟨function Shell.exec_backquote 76e⟩

⟨function Shell.exec_pipecmd 78b⟩
Uses Common.|||(), Shell.sh 104c, and Shell.shell from env opt() 71a.

D.31 Shell.mli

⟨Shell.mli 105⟩≡

⟨type Shell.caps 66a⟩

⟨signature Shell.exec_recipe 65a⟩
⟨signature Shell.exec_backquote 76d⟩
⟨signature Shell.exec_pipecmd 78a⟩

(* internals *)

⟨signature Shell.exec_shell 66c⟩
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Glossary

LOC = Lines Of Code

DSL = Domain Specific Language

DAG = Directed Acyclic Graph

DFS = Depth-First Search
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Indexes

Here is a list of the identifiers used, and where they appear. Underlined entries indicate the place of definition.
This index is generated automatically.
Ast.dump ast(): 36e, 86h
Ast.instr: 28c, 28d
Ast.instr.instr: 28d, 48a
Ast.instr.loc: 28d, 48a
Ast.instrs: 28c
Ast.instr kind.Definition: 28e
Ast.instr kind.Include: 28e
Ast.instr kind.PipeInclude: 77a
Ast.instr kind.Rule: 28e
Ast.instr kind: 28d, 28e
Ast.loc: 28d, 28f, 30b, 31b
Ast.loc.file: 28f, 48b, 48c, 58b, 88a
Ast.loc.line: 28f, 48b, 48c, 58b, 88a
Ast.recipe: 28a, 28b, 30b, 31b
Ast.recipe.R: 28b, 64c
Ast.rule: 28a, 28e
Ast.rule.attrs: 49e, 50b, 50c, 81a
Ast.rule.prereqs: 28a, 49d
Ast.rule.recipe: 28a, 49e, 50b, 50c
Ast.rule.targets: 28a, 49d
Ast.rule attribute.Delete: 81i
Ast.rule attribute.Interactive: 64c, 82c
Ast.rule attribute.NotHandled: 81b
Ast.rule attribute.Quiet: 64c, 82a
Ast.rule attribute.Virtual: 80f, 81e
Ast.rule attribute: 81a, 81b, 81c, 81d
Ast.show instrs(): 86h, 89b, 92a
Ast.var: 27c, 27d
Ast.var.SimpleVar: 27d, 51b, 79e
Ast.var.SubstVar: 51b, 78c, 79e
Ast.word: 27a, 27b, 78c
Ast.word.W: 27b, 51b
Ast.words: 27a
Ast.word element.Backquoted: 75a
Ast.word element.Percent: 27c, 51b
Ast.word element.String: 27c, 51b
Ast.word element.Var: 27c, 51b
Ast.word element: 27b, 27c
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Cap.main(): 34c
CapSys.argv(): 34c, 69c
CapSys.getenv(): 64b, 71a
CapUnix.environment(): 70c
CapUnix.execve(): 71b
CapUnix.fork(): 66b, 76e, 78b
CapUnix.wait(): 35e, 67a
Chan.i.ic: 42c
CLI.build target(): 37b, 38c, 93
CLI.build targets(): 34d, 36e, 93
CLI.caps: 34a
CLI.do action(): 89a, 93
CLI.main(): 34c, 93
Common.= (): 34d, 69c, 70c, 71a
Common.Assoc.group by(): 57d
Common.Hashtbl .of list(): 69c
Common.Hashtbl .to list(): 70a
Common.List .exclude(): 58e, 59a, 59e, 69c, 71b
Common.push(): 50b, 50c, 53c, 54c, 62c
Common.Regexp .matched2(): 34d, 70c
Common.Regexp .split(): 70c
Common.spf(): 29e, 30a, 35e, 48b, 48d, 49c, 52d, 52e, 57b, 58b, 60b, 61d, 67a, 68a, 68c, 70c, 71b, 74h, 76c,
81j, 82e, 87h, 88a, 89b

Common.|||(): 104c
Console.print(): 89b
Dumper.dump(): 42c, 79e, 87c
Env.add var(): 36b, 48d
Env.check values(): 29e, 50e
Env.dump env(): 36e, 74h, 89b
Env.initenv(): 36e, 69c, 89b
Env.mk vars: 69c
Env.shellenv of env(): 64c, 76c, 77e
Env.t: 32e
Env.t.internal vars: 65c, 65e, 69c, 70a
Env.t.vars: 28g, 29c, 51b, 65e, 69c, 70a, 74f, 87c
Env.t.vars commandline: 36b, 36c, 69c
Env.t.vars we set: 48d, 65e, 69c, 74f
Env.values: 29a
Eval.error(): 48d, 49c, 50d, 52e, 74h, 76c, 79e
Eval.eval(): 86g, 89b
Eval.eval word(): 50e, 51b, 79e
Eval.eval words(): 48d, 49c, 49d, 77e
Eval.warning(): 49c, 52d
Exit.catch(): 34c
Exit.exit(): 34c
Exit.t.Code: 35e
Exit.t.OK: 34d
File.str of time(): 31i, 32b, 60a, 67d, 68a
File.timeof(): 31i, 32b, 67d
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Flags.debugger: 34d, 36b, 74b, 85a
Flags.dry mode: 64c, 73e, 74a
Flags.dump ast: 86a, 86e
Flags.dump env: 74h, 86c, 86i
Flags.dump graph: 37b, 86f, 87d
Flags.dump jobs: 64a, 64c, 67a, 86j, 88b
Flags.dump tokens: 86a, 86b
Flags.explain mode: 73c, 73f, 73h
Flags.strict mode: 73g, 74d, 74f, 74h
Fpath .Operators.!!(): 32b, 39a, 48b, 48c, 58b, 71b, 88a
Globals.file: 39a, 39b
Globals.line: 39a, 39c
Graph.apply rules(): 53a, 53b, 53c, 54c
Graph.arc: 30d, 30e
Graph.arc.dest: 30e, 53c, 54c, 57a, 58b, 58d, 59e, 60a, 61c, 62c, 80f, 87h
Graph.arc.rule: 31a, 53c, 54c, 57d, 59a, 59e, 61d, 80f, 88a
Graph.build graph(): 53a, 93
Graph.build state.BeingMade: 31f, 60a, 61a, 61d
Graph.build state.Made: 31f, 60a, 61a, 67d, 74c
Graph.build state.NotMade: 31f, 31i, 61a
Graph.build state: 31e, 31f
Graph.check ambiguous(): 56f, 57d, 58d
Graph.check cycle(): 56f, 57a
Graph.dump graph(): 87h
Graph.error ambiguous(): 58b, 58e
Graph.error cycle(): 57a, 57b
Graph.hnodes: 31h, 31i, 53b, 62b
Graph.loc of arc(): 87h, 88a
Graph.new node(): 31i, 53b
Graph.node: 30d, 30e, 31g, 32e
Graph.node.arcs: 30d, 31i, 53b, 57a, 57d, 58d, 59a, 59e, 60a, 61d, 62c, 80f, 87h
Graph.node.is virtual: 31i, 80f, 81f, 81g, 81h
Graph.node.name: 30d, 31i, 57b, 58b, 59e, 60a, 60b, 61d, 62c, 67d, 68a, 73h, 87h, 88h
Graph.node.probable: 31i, 59b, 59c, 59d, 59e
Graph.node.state: 31e, 31i, 60a, 61a, 61d, 67d, 74c
Graph.node.time: 31d, 31i, 60a, 60b, 61b, 61c, 67d, 68a, 73h, 74c, 80f, 81g
Graph.node.visited: 31i, 56h, 57a
Graph.propagate attributes(): 80e, 80f, 80f
Graph.rule exec(): 53c, 54a
Graph.rule exec meta(): 54c, 55a
Graph.t: 31g
Graph.update(): 67b, 67d, 81h
Graph.vacuous(): 59b, 59e, 59e
Job.t: 32e
Job.t.all prereqs: 33a, 61d, 65c
Job.t.all targets: 33a, 61d
Job.t.env: 32e, 61d, 65c
Job.t.main target: 32f, 61d, 65c
Job.t.rule: 32e, 61d, 65c, 81j, 88e
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Job.t.target nodes: 32e, 61d, 88h
Lexer.state.AfterColon: 42c
Lexer.state.AfterEq: 42c
Lexer.state.InBrace: 42c
Lexer.state.InRecipe: 42c
Lexer.state.Start: 42c
Lexer.state : 42c
Lexer.token(): 42c
Logs.app(): 42c, 65e, 86h
Logs.debug(): 31i, 53b, 60a, 67d, 79e, 87c
Logs.err(): 35e
Logs.info(): 36d, 71b, 73h, 81j, 89b
Logs.level.Debug: 85b
Logs.level.Info: 35b
Logs.level.Warning: 34d
Logs.set level(): 34d
Logs.warn(): 48c, 59e
Outofdate.dorecipe(): 60a, 61d
Outofdate.opt0(): 63, 73h
Outofdate.outofdate(): 61a, 61c, 73h
Outofdate.work(): 37b, 60a, 61a
Parse.parse(): 39a, 49c, 77e, 85c, 89b
Parser.program(): 39a
Percent.check pattern(): 30a, 50e
Percent.exn.PercentNotFound: 56a
Percent.exn.TooManyPercents: 56c
Percent.match (): 54c, 55c, 55c, 80b
Percent.match and subst(): 79e, 80b
Percent.pattern: 29h, 30c
Percent.pattern.P: 29h, 30a, 50c, 50e, 51a, 51b, 55c, 56e, 79e
Percent.pattern elem.PPercent: 29i, 30a, 50e, 51a, 51b, 55c, 56b, 56e
Percent.pattern elem.PStr: 29i, 30a, 50c, 50e, 51b, 52a, 55c, 56b, 56e, 79e
Percent.pattern elem: 29h, 29i
Percent.string after percent(): 55c, 56b, 56b
Percent.subst(): 54c, 55a, 56e, 80b
Profiling.profile code(): 36e, 37b
Rules.has recipe(): 57d, 58a, 61d
Rules.is meta(): 58e, 58f, 59a, 59e
Rules.rule: 30b, 30c
Rules.rule.attrs: 49e, 50b, 50c, 54a, 55a, 81c
Rules.rule.loc: 30b, 49e, 50b, 50c, 54a, 55a
Rules.rule.prereqs: 30b, 49e, 50b, 50c, 53c, 54a, 54c, 55a
Rules.rule.recipe: 30b, 49e, 50b, 50c, 53c, 54a, 55a
Rules.rule.targets: 30b, 49e, 50b, 50c, 54a, 54c, 55a
Rules.rules: 30c
Rules.rules.metas: 30c, 48a, 54c
Rules.rules.simples: 30c, 48a, 53c
Rules.rule exec.all prereqs: 54a, 54b, 55a
Rules.rule exec.all targets: 54a, 54b, 55a, 61d, 81j
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Rules.rule exec.attrs2: 54a, 55a, 64c, 80f, 81d
Rules.rule exec.loc2: 31b, 54a, 55a, 58b, 88a
Rules.rule exec.recipe2: 31b, 54a, 55a, 58a, 64c
Rules.rule exec.stem: 31c, 54a, 55a, 58f, 65c
Rules.rule exec: 31a, 31b, 32e
Scheduler.adjust env(): 64c, 65c
Scheduler.dump job(): 103
Scheduler.jobs: 33b, 64c, 67b
Scheduler.nproclimit(): 64b, 67b, 88d
Scheduler.nrunning: 33d, 35e, 37b, 67b, 88d
Scheduler.run(): 61d, 103
Scheduler.running: 65b, 67a, 88f, 88g
Scheduler.sched(): 67b, 103
Scheduler.shprint(): 82b, 103
Scheduler.waitup(): 37b
Set .iter(): 80f
Set .mem(): 64c
Set .of list(): 49e, 50b, 50c
Set .t: 81c, 81d
Shell.caps: 66a
Shell.exec backquote(): 76c
Shell.exec pipecmd(): 77e
Shell.exec recipe(): 64c, 104c
Shell.exec shell(): 66b, 76e, 78b, 82e, 104c
Shell.feed shell input(): 66b, 76e, 78b
Shell.rc: 71a, 104c
Shell.sh: 71a, 104c, 104c
Shell.shell from env opt(): 71a, 104c
Shell.t: 104c
Shell.t.debug flags: 70d, 70e, 70f, 71b
Shell.t.flags: 70d, 70e, 70f, 71b
Shell.t.iws: 70d, 70e, 70f, 71b
Shell.t.name: 70d, 70e, 70f, 71b
Shell.t.path: 71a, 71b
Shellenv.read environment(): 69c
UChan.with open in(): 39a
UConsole.eprint(): 36a
UConsole.print(): 36a
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